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A TRANSFORMER-BASED ARCHITECTURE: THE INFORMER MODEL 

FOR UAV POWER CONSUMPTION ESTIMATION 

SUMMARY 

Unmanned Aerial Vehicles (UAVs), commonly known as drones, are increasingly 

used in applications ranging from package delivery to surveillance. One critical 

challenge limiting wider adoption of UAVs is their energy constraint, small onboard 

batteries severely restrict flight duration and range. UAV power consumption is 

influenced by numerous dynamic factors, including weather conditions, payload 

weight, flight speed, and trajectory path. These environmental and operational 

uncertainties lead to significant variability in energy usage, underscoring the need for 

reliable power consumption prediction models. Accurate forecasts of a drone’s power 

requirements are essential to ensure safe operations, prevent mid-flight battery 

depletion, and optimize mission planning. Studies highlight that improving prediction 

accuracy can help extend flight times, manage payloads effectively, and implement 

contingency measures to enhance overall UAV reliability. 

In light of these needs, recent research has turned to advanced machine learning 

techniques for modelling UAV energy consumption. Integrating deep learning with 

UAV energy management allows data-driven prediction of power usage, which can 

optimize resource allocation and improve system performance. Power consumption 

forecasting has emerged as a particularly crucial area of study, as it directly affects 

UAV operational efficiency. This thesis addresses the challenge by exploring a state-

of-the-art transformer-based architecture, known as the Informer model, to estimate 

UAV power consumption. The Informer model is a recent development in time-series 

forecasting that is designed to handle long sequences efficiently. By applying this 

model to a comprehensive UAV flight dataset, the study aims to capture the complex 

relationships between flight conditions and power use, ultimately improving the 

accuracy of power consumption predictions for drones. 

A key trend in recent literature is the introduction of attention mechanisms and 

Transformer-based models to UAV energy prediction. Attention allows models to 
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weight the influence of different time steps or features, which is valuable given the 

multivariate nature of drone flight data (speed, altitude, wind, etc.). In fact, studies 

have shown that adding self-attention to sequence models (such as augmenting GRUs 

with self-attention) yields noticeably better performance in power consumption 

forecasting. By focusing on critical input features during a flight, attention-based 

models can more accurately predict power usage fluctuations caused by factors like 

sudden wind gusts or changes in payload. These promising results set the stage for 

applying Transformer architectures (originally developed for natural language 

processing) to UAV time-series data. The Transformer model’s capacity to capture 

long-range dependencies without recency bias makes it attractive for this domain. 

However, a vanilla Transformer can be computationally expensive for long flight 

sequences due to its quadratic complexity in sequence length. To overcome this, 

researchers developed the Informer architecture, which specifically targets long 

sequence forecasting with improved efficiency. Early evaluations of the Informer on 

benchmark datasets showed that it significantly outperforms previous forecasting 

methods while handling long sequences with reduced computational cost. These 

developments in the literature provide a strong foundation and motivation for the thesis 

to implement the Informer model for UAV power consumption estimation. 

The thesis adopts the Informer model, a Transformer-based neural network 

architecture, to perform multivariate time-series forecasting of UAV power 

consumption, by using a dataset which is a publicly available flight log repository 

collected via real time experiments. The choice of Informer is motivated by its ability 

to handle long sequences of data more efficiently than a standard Transformer. In 

essence, Informer is an encoder–decoder model tailored for long-term forecasting. the 

encoder processes a lengthy input sequence of historical data, and the decoder 

produces predictions for a future sequence (the target horizon). For UAV power 

estimation, this means the model takes a window of past flight telemetry (multiple time 

steps of sensor readings and power usage) and predicts the drone’s power consumption 

over upcoming time steps. In applying the Informer model to the UAV dataset, the 

thesis follows a typical model development and evaluation pipeline. The cleaned and 

preprocessed data (with selected features) are divided into training and testing subsets, 

ensuring that the model learns from one portion of the flights and is validated on 

separate flights it has not seen. The multivariate time series from the training set are 
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used to fit the Informer’s parameters; this involves adjusting the model’s internal 

weights so that its output power consumption sequence closely matches the actual 

recorded power usage. he training optimization minimizes error metrics such as Mean 

Squared Error (MSE) between the predicted and actual power values. Importantly, the 

evaluation on the test set provides an unbiased assessment of how well the model 

generalizes to new flight conditions. Performance is measured with standard 

forecasting accuracy metric, mean squared error. 

This research culminates in a better understanding of how modern deep learning 

architectures can be harnessed for UAV energy management. The thesis showed that 

a transformer-based model (Informer) can successfully estimate a drone’s power 

consumption in flight with a high degree of accuracy. Through comprehensive 

experiments on a rich UAV flight dataset, the Informer model learned complex 

relationships between flight parameters and power usage that would be difficult to 

capture with conventional methods. The result is a forecasting system capable of 

predicting future power requirements over the course of a flight, enabling more 

informed decision-making for drone operations. For instance, with reliable power 

consumption predictions, operators or autonomous flight planners can schedule battery 

swaps or recharges proactively, adjust flight paths or speeds to conserve energy, and 

ensure that drones maintain sufficient power reserves for safe return-to-base. 

In conclusion, the thesis contributes an important case study of applying the Informer 

model to a practical engineering problem in the UAV domain. It demonstrates that 

multivariate time-series forecasting using transformers is not only feasible but 

advantageous for predicting drone energy usage. The work provides a foundation for 

future enhancements, such as integrating real-time prediction into UAV control 

systems or extending the model to include additional factors (like battery health or 

external weather forecasts). By improving the accuracy of power consumption 

estimation, this research helps pave the way for safer and more efficient UAV 

operations, allowing drones to fly smarter and make better use of their limited energy 

reserves. 
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İHA GÜÇ TÜKETİMİ TAHMİNİ İÇİN TRANSFORMER TABANLI 

INFORMER MODELİ 

ÖZET 

İnsansız Hava Araçları (İHA’lar), yaygın olarak bilinen adıyla dronlar, paket 

teslimatından gözetlemeye kadar birçok alanda giderek daha fazla kullanılmaktadır. 

İHA’ların daha geniş çapta benimsenmesini sınırlayan temel zorluklardan biri enerji 

kısıtlamasıdır; küçük yerleşik piller uçuş süresini ve menzilini ciddi şekilde sınırlar. 

İHA güç tüketimi, hava koşulları, taşıma yükü, uçuş hızı ve uçuş rotası gibi birçok 

dinamik faktörden etkilenir. Bu çevresel ve operasyonel belirsizlikler, enerji 

kullanımında önemli değişkenliklere yol açar ve güvenilir güç tüketim tahmin 

modellerine olan ihtiyacı ortaya koyar. Bir dronun güç gereksinimlerinin doğru bir 

şekilde tahmin edilmesi, güvenli operasyonların sağlanması, uçuş sırasında pil 

tükenmesinin önlenmesi ve görev planlamasının optimize edilmesi için hayati öneme 

sahiptir. Araştırmalar, tahmin doğruluğunun artırılmasının uçuş sürelerini uzatmaya, 

yükleri etkili bir şekilde yönetmeye ve genel İHA güvenilirliğini artıracak yedek 

önlemler uygulamaya yardımcı olabileceğini vurgulamaktadır. 

Bu gereksinimler doğrultusunda, son dönemde yapılan araştırmalar İHA enerji 

tüketimini modellemek için gelişmiş makine öğrenimi tekniklerine yönelmiştir. Derin 

öğrenmenin İHA enerji yönetimiyle entegre edilmesi, veri odaklı güç kullanımı 

tahminlerini mümkün kılarak kaynak tahsisini optimize etmeye ve sistem 

performansını artırmaya olanak tanır. Güç tüketimi tahmini, İHA operasyonel 

verimliliğini doğrudan etkilediği için özellikle kritik bir çalışma alanı olarak öne 

çıkmaktadır. Bu tez, İHA güç tüketimini tahmin etmek için Informer olarak bilinen, 

zaman serisi tahmini konusunda son teknoloji bir Transformer tabanlı mimariyi 

inceleyerek bu zorluğa çözüm aramaktadır. Informer modeli, uzun dizileri verimli bir 

şekilde işlemek üzere tasarlanmış, zaman serisi tahmininde kullanılan yeni bir 

yaklaşımdır. Bu model kapsamlı bir İHA uçuş veri kümesine uygulanarak, uçuş 

koşulları ile güç kullanımı arasındaki karmaşık ilişkilerin yakalanması ve nihayetinde 

dronlar için güç tüketimi tahminlerinin doğruluğunun artırılması amaçlanmaktadır. 
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Son dönemdeki literatürde dikkat çeken önemli bir eğilim, İHA enerji tahminine dikkat 

mekanizmalarının (attention) ve Transformer tabanlı modellerin dahil edilmesidir. 

Dikkat mekanizmaları, modellerin farklı zaman adımlarının veya özelliklerin etkisini 

ağırlıklandırmasına olanak tanır; bu, hız, irtifa, rüzgar vb. gibi çok değişkenli dron 

uçuş verileri açısından değerlidir. Nitekim, yapılan çalışmalar, GRU gibi sıralı 

modellere (sequence models) kendi kendine dikkat (self-attention) eklemenin, güç 

tüketimi tahmininde belirgin performans artışı sağladığını göstermiştir. Uçuş sırasında 

kritik giriş özelliklerine odaklanan dikkat tabanlı modeller, ani rüzgar patlamaları veya 

yük değişikliklerinden kaynaklanan güç kullanımı dalgalanmalarını daha doğru 

tahmin edebilir. Bu umut verici sonuçlar, aslen doğal dil işleme için geliştirilen 

Transformer mimarisinin İHA zaman serisi verilerine uygulanmasının yolunu 

açmaktadır. Transformer modelinin uzun vadeli bağımlılıkları kayıpsız yakalama 

kapasitesi, bu alan için cazip hale getirir. Ancak, standart bir Transformer, dizi 

uzunluğuna bağlı olarak karesel hesaplama karmaşıklığı nedeniyle uzun uçuş dizileri 

için hesaplama yükü açısından kullanışsız olabilir. Bunu aşmak için araştırmacılar, 

uzun dizi tahmininde gelişmiş verimlilik sunan Informer mimarisini geliştirmiştir. 

Informer’ın erken dönem değerlendirmeleri, önceki tahmin yöntemlerini önemli 

ölçüde geride bıraktığını ve uzun dizileri azaltılmış hesaplama maliyetiyle 

işleyebildiğini göstermiştir. Literatürdeki bu gelişmeler, Informer modelininin İHA 

güç tüketimi tahmini problemine uygulaması için güçlü bir temel ve motivasyon 

sağlamaktadır. 

Bu tez çalışması, İHA güç tüketiminin çok değişkenli zaman serisi tahminini 

gerçekleştirmek için Transformer tabanlı bir sinir ağı mimarisi olan Informer modelini 

benimsemektedir. Bu süreçte gerçek zamanlı deneylerle toplanan, kamuya açık bir 

uçuş kayıt veri seti kullanılmıştır. Informer’ın seçilme nedeni, uzun veri dizilerini 

standart bir Transformer’dan daha verimli bir şekilde işleyebilme yeteneğidir. 

Temelde Informer, uzun vadeli tahmin için uyarlanmış bir kodlayıcı-kod çözücü 

(encoder–decoder) modelidir. Kodlayıcı, geçmiş verilere ait uzun bir giriş dizisini 

işlerken, kod çözücü gelecek diziye (hedef aralığa) yönelik tahminler üretir. İHA güç 

tahmini bağlamında bu, modelin geçmiş uçuş telemetrisi (birden fazla zaman 

adımındaki sensör okumaları ve güç kullanımı) penceresini alması ve gelecek zaman 

adımlarındaki dron güç tüketimini tahmin etmesi anlamına gelir. 
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Informer modelinin İHA veri kümesine uygulanmasında tez, tipik bir model geliştirme 

ve değerlendirme hattını izlemektedir. Temizlenmiş ve ön işleme tabi tutulmuş veriler 

(seçili özelliklerle) eğitim ve test alt kümelerine bölünür; böylece model, uçuşların bir 

bölümünden öğrenir ve görmediği ayrı uçuşlarda doğrulanır. Eğitim setinden gelen 

çok değişkenli zaman serileri, Informer’ın parametrelerini ayarlamak için kullanılır; 

bu, modelin iç ağırlıklarının çıktısının, kaydedilen gerçek güç kullanımı dizisine 

mümkün olduğunca yakın hale gelecek şekilde ayarlanması sürecini içerir. Eğitim 

optimizasyonu, tahmin edilen ve gerçek güç değerleri arasındaki ortalama kare hata 

gibi hata ölçümlerini minimize eder. Test seti üzerindeki değerlendirme ise, modelin 

yeni uçuş koşullarında ne kadar iyi genelleme yaptığının önyargısız bir şekilde 

ölçülmesini sağlar. Performans, standart tahmin doğruluk ölçümleri ile ölçülmektedir. 

Bu araştırma, modern derin öğrenme mimarilerinin İHA enerji yönetimi için nasıl 

kullanılabileceğine dair daha iyi bir anlayışla sonuçlanmaktadır. Tez, Transformer 

tabanlı bir modelin (Informer), bir dronun uçuş sırasında güç tüketimini yüksek 

doğrulukla başarılı bir şekilde tahmin edebileceğini göstermiştir. Zengin bir İHA uçuş 

veri seti üzerinde yapılan kapsamlı deneyler sayesinde, Informer modeli, geleneksel 

yöntemlerle yakalanması zor olan uçuş parametreleri ile güç kullanımı arasındaki 

karmaşık ilişkileri öğrenmiştir. Ortaya çıkan sistem, bir uçuş süresi boyunca 

gelecekteki güç gereksinimlerini tahmin edebilen bir tahminleme sistemidir; bu da 

dron operasyonları için daha bilinçli karar verme olanağı sağlar. Örneğin, güvenilir 

güç tüketimi tahminleri sayesinde operatörler veya otonom uçuş planlayıcıları, pil 

değişimlerini veya şarjları proaktif olarak planlayabilir, uçuş yollarını veya hızlarını 

enerji tasarrufu yapmak için ayarlayabilir ve dronların güvenli geri dönüş için yeterli 

güç rezervine sahip olmasını sağlayabilir. 

Sonuç olarak, tez, Informer modelinin İHA alanındaki pratik bir mühendislik 

problemine uygulanmasına dair önemli bir vaka çalışması sunmaktadır. Informer'ın 

transformatör tabanlı dizi modelleme güçlerinden ve kapsamlı İHA veri setinden 

yararlanarak, bu çalışma, çeşitli operasyonel koşullar altında İHA'nın güç kullanımını 

tahmin etmek ve öngörmek için uçtan uca bir öğrenme yaklaşımı sağlar. Çok 

değişkenli zaman serisi tahmininin Transformer’lar kullanılarak yalnızca mümkün 

değil, aynı zamanda dron enerji kullanımını tahmin etmek için avantajlı olduğunu da 

göstermektedir.  
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Bu çalışma, gelecekteki geliştirmeler için de önemli bir temel sağlar. Örneğin, gerçek 

zamanlı tahminlerin İHA kontrol sistemlerine entegre edilmesi veya modele pil 

sağlığı, harici hava tahminleri gibi ek faktörlerin dahil edilmesine olanak tanır. Güç 

tüketimi tahmini doğruluğunu artırarak, bu araştırma daha güvenli ve daha verimli 

İHA operasyonlarının yolunu açmaya yardımcı olur ve dronların daha akıllıca 

uçmasına ve sınırlı enerji rezervlerini daha iyi kullanmasına olanak tanır. 
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 INTRODUCTION  

Unmanned Aerial Vehicles (UAVs), commonly known as drones, have experienced a 

rapid increase in use across numerous sectors, from industrial inspections and logistics 

to entertainment and military applications [1]. This rise in autonomous UAV 

operations is driven by their versatility and ability to perform tasks without direct 

human control. However, UAVs face a fundamental limitation: their on-board battery 

capacity. Despite continuous improvements in battery technology, limited energy 

supply remains a critical challenge that constrains flight duration and mission 

capabilities [1]. Increased operational demands (such as longer missions and heavier 

payloads) put further pressure on energy resources, making energy efficiency a top 

priority in UAV design and deployment.  

Effective energy management is not just about performance, it is also about safety and 

reliability. A UAV in flight with a depleting battery faces significant risks. Power 

depletion during flight can lead to almost certain vehicle failure (crash or forced 

landing) and poses a high risk of damage or injury on the ground [2]. In other words, 

running out of battery mid-air can be catastrophic for both the UAV and its 

surroundings. This risk highlights why energy challenges are so important: operators 

must ensure that UAVs have enough power to complete their missions and return 

safely to base. As UAVs become more autonomous and undertake critical tasks (e.g., 

delivery of medical supplies or surveying disaster areas), the importance of accurate 

power management grows. Failing to accurately predict and manage energy use could 

result in mission failure or dangerous incidents. Therefore, alongside advances in UAV 

hardware, there is a pressing need for intelligent solutions that maximize energy 

efficiency and reliably predict power consumption under various operating conditions. 

The purpose of this thesis is to address the energy challenge in UAV operations by 

developing a robust method for UAV power consumption estimation. The motivation 

for this research is based on the complexities and poor prediction results encountered 

in energy usage, which is of critical importance for UAVs. Unlike ground vehicles, 

UAVs operate in 3D space and their energy consumption is influenced by a multitude 
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of dynamic factors including flight trajectory, wind and weather conditions, payload 

weight, and aerodynamics. Consequently, predicting the amount of energy a flight will 

consume is not an easy task [2]. Traditional estimates based on experience and practice 

rather than scientifically accurate methods with all the relevant information, or static 

battery indicators are often insufficient, as they do not account for real-time conditions 

and can lead to either overly conservative operation or unexpected battery depletion. 

Accurate power consumption forecasting is needed to deal with this uncertainty, so 

that UAVs can operate with confidence over longer durations and adapt to changing 

conditions [1]. 

AI techniques, in particular, offer promising avenues for enhancing power 

consumption estimates. Traditional methods rely on simple physics-based calculations 

or conservative rules of thumb. However, these often fail to capture the complex, 

nonlinear nature of UAV power usage (affected by factors like wind, maneuvers, 

payload weight, battery age, etc.). Machine learning and data-driven models can learn 

these relationships from empirical data. Accurate power forecasting using AI could, 

for instance, account for real-time wind conditions or the specific power draw pattern 

of a given UAV model, providing a tailored prediction rather than a one-size-fits-all 

estimate. By leveraging AI, we can move towards intelligent energy management 

systems on drones that adapt and learn over time, improving their predictions with 

each flight. In summary, this study is driven by the need to improve UAV energy 

management through better prediction. It aims to contribute to a solution that can be 

used to increase the safety margin (reducing risk of power failure) and operational 

efficiency (optimizing energy use for longer and more challenging missions) of UAVs 

by leveraging the power of artificial intelligence. The outcome of this research will be 

significant for autonomous UAV deployments, where on-board decision-making about 

energy is as critical as navigation or control. 

In the following sections of the introduction, first an overview of the developments in 

UAV technologies and energy challenges are examined. Then, some of the relevant 

academic articles and literature reviews referenced in this study are provided (studies 

on AI-based prediction models implemented directly with the dataset used in the study 

are discussed in Chapter 2). Finally, the objectives of this research are summarized. 
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 Overview of UAV Technology and Energy Challenges 

Unmanned Aerial Vehicles, have undergone rapid technological advancement over the 

past decade. Early UAVs were primarily remote-controlled devices, but modern 

drones increasingly feature sophisticated onboard computers, sensors, and 

autonomous capabilities. This progress has expanded their integration into numerous 

applications (from aerial photography, agriculture, and environmental monitoring to 

critical services like search-and-rescue, infrastructure inspection, and package 

delivery). A significant trend is the growing level of autonomy in UAV operations. 

Drones are increasingly able to carry out complex tasks with minimal human 

intervention. The integration of advanced guidance, navigation, and control (GNC) 

systems, along with real-time data processing, enables UAVs to adapt to dynamic 

environments and make on-the-fly decisions [3].   

A key enabler of this autonomy has been the integration of Artificial Intelligence 

techniques into UAV platforms. AI-driven algorithms for computer vision, path 

planning, and decision-making allow drones to interpret sensor data and respond 

intelligently to their surroundings. The synergy between drones and AI has led to 

notable progress in UAV autonomy. Many drones are now capable of completing 

complex missions without direct human supervision [3]. For example, AI-powered 

drones in agriculture can detect crop health issues and treat them site-specifically, and 

autonomous delivery drones can plan and adjust routes in real time. Indeed, drones 

have achieved extended range and endurance through AI-based optimizations such as 

trajectory planning and energy management [3]. As a result, UAVs today not only 

execute pre-programmed tasks but also exhibit adaptive behaviors like obstacle 

avoidance, target tracking, and cooperative swarm coordination. Hence, research in 

swarm robotics and AI-assisted flight control is making it possible for multiple UAVs 

to cooperate autonomously and perform sophisticated missions without the need for 

direct human piloting. These advancements mark a significant milestone in the 

evolution of UAV technology, enhancing performance and unlocking new 

applications across commercial, industrial, and scientific domains [3]. 

The growing autonomy of UAVs is complemented by improvements in on-board 

computing and sensing capabilities. High-resolution cameras, LiDAR, GPS, and 

inertial measurement units (IMUs) feed data to sophisticated onboard processors 
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running AI models. This allows real-time interpretation of the environment (e.g. 

identifying objects or assessing weather conditions) enabling the drone to make 

informed decisions mid-flight [3]. In parallel, communication technologies (such as 

5G and mesh networks) allow drones to connect with each other and with ground 

stations, sharing data to coordinate missions. These developments have expanded the 

role of UAVs from simple remote-controlled aircraft to intelligent autonomous agents. 

However, they also introduce new challenges, particularly in energy management, as 

more powerful computing and sensing on the drone mean higher power consumption. 

This implies that the energy requirements of advanced UAVs have become a critical 

factor limiting their performance and mission duration. 

The rise of autonomy and on-board intelligence in UAVs has led to a significant 

increase in energy demand for drone operations. Each autonomous task whether it is 

running a neural network for image recognition or maintaining stable communication 

links consumes additional power on top of the energy required for propulsion. As 

UAVs take on more complex missions and heavier payloads (e.g. multiple sensors or 

high-end computing hardware), their power consumption grows, straining the 

available energy supply from batteries. Battery technology, however, has not advanced 

at the same pace as UAV capabilities [4]. While there have been gradual improvements 

in battery energy density, the gains are modest compared to the sharp increase in 

computational and sensing loads. This mismatch means that modern drones, despite 

being more capable, often suffer from limited flight endurance. Most small-to-medium 

electric drones can only sustain flights on the order of tens of minutes before requiring 

a recharge or battery swap, which significantly constrains their operational range and 

usefulness. 

Current UAVs overwhelmingly rely on lithium-based batteries as their primary power 

source. Lithium-polymer (Li-Po) batteries are common due to their high energy-to-

weight ratio, yet even the best batteries provide far less energy per weight than liquid 

fuels. The low energy density of batteries is identified as a key limitation in UAV 

applications, effectively capping flight time and mission duration [5]. In practical 

terms, a drone’s limited battery life means it must frequently return to charging stations 

or carry only light payloads, reducing efficiency. Moreover, high-power maneuvers 

(like fast climbs or fighting strong winds) can drain the battery rapidly, further 

shortening available flight time. Researchers note that typical battery-powered drones 
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utilize only a fraction of their theoretical range in practice because operators must plan 

conservatively to avoid depleting the battery mid-mission [6] [7]. This creates a form 

of “range anxiety” for drone missions, analogous to that in electric vehicles: operators 

must carefully manage energy use to ensure the UAV can safely complete its task and 

return. 

Compounding the issue, battery depletion in flight poses serious risks. UAVs do not 

have the option to simply pull over when energy runs out – an unexpected battery 

exhaustion can lead to a crash (a “dead stick” scenario where power is lost completely). 

Such events can be catastrophic, potentially causing damage to the UAV, its payload, 

or even property and lives on the ground [7]. To mitigate this, UAV operators build in 

safety margins (for example, many drone flight plans mandate landing with at least 

approximately 20–30% battery remaining as a buffer). These safety practices, while 

prudent, further reduce the effective usable energy for the mission. In other words, 

because estimating the remaining battery charge is uncertain, flights are often 

terminated early to avoid accidents [6]. This conservative operation means that a 

portion of the battery’s capacity is deliberately never used, essentially sacrificed to 

uncertainty. 

The limitations of battery technology have spurred efforts to improve power systems 

including higher energy-density batteries, solar-assisted flight, hybrid configurations 

that pair batteries with fuel cells or supercapacitors, and have also driven research into 

energy-aware mission planning [8]. For instance, engineers have experimented with 

hybrid powertrains or incorporating brief mid-mission recharging (such as wireless 

charging pads or battery swap stations) to extend UAV endurance [9].Others have 

proposed deploying mobile charging platforms, like autonomous ground vehicles or 

even public buses equipped with charging stations that UAVs can use opportunistically 

[9]. While such approaches can help, they add complexity and have not fully solved 

the endurance challenge. In other words, while such innovations can extend flight time 

incrementally, the fundamental energy density constraints of batteries remain a 

bottleneck [2]. As a result, UAV engineers must carefully balance drone weight, 

payload capacity, and performance against available battery life. In practice, mission 

planning for UAVs is heavily influenced by power considerations: flight routes, 

speeds, and hover times are often optimized to conserve energy and ensure the drone 

can safely return to its base. 
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In summary, UAV technology has advanced to enable autonomous flight and 

widespread use in modern applications, but energy constraints remain a critical 

challenge. Limited battery life impacts mission planning, operational efficiency, and 

battery health management, presenting significant engineering tasks [10]. Continued 

development of battery technology and power systems is vital to unlocking longer and 

more complex drone missions. The growing energy demands of autonomous UAVs 

make it imperative to manage power consumption smartly during missions. Without 

innovations in either energy storage or energy management, the ambitious use-cases 

envisioned for autonomous drones (long-range delivery, persistent aerial monitoring, 

etc.) will remain hard to achieve. This is the motivation behind exploring advanced 

methods for power consumption estimation and forecasting, as discussed next. 

 Motivation and Purpose of the Study 

The ability to accurately estimate and forecast power consumption in UAVs is now 

recognized as critically important. Given the tight energy limitations of drones, any 

improvement in predicting when and how power will be used can translate into safer 

and more efficient operations. If a UAV’s remaining battery life can be estimated with 

high accuracy, the flight controller can make informed decisions such as returning 

home or finding a safe landing area before power runs out. Conversely, large 

uncertainties in energy usage can force overly conservative operation, shortening 

missions or reducing payload capacities unnecessarily. Effective power estimation 

thus strikes a balance: it allows UAVs to use as much of their battery capacity as 

possible for productive work, while preserving a safe reserve to guarantee return and 

landing. 

The risks of sudden power depletion underscore the importance of this capability. In 

UAV flight, running out of battery is an unacceptable event. One study noted that 

battery failure during a mission almost certainly results in vehicle damage and poses a 

high risk of human injuries or property damage [2]. In other words, if a drone’s battery 

dies before it reaches a safe landing, a crash is almost inevitable with potentially 

catastrophic outcomes. This risk becomes even worse in autonomous operations where 

no pilot is present to react or take emergency action. Poor energy awareness could lead 

an autonomous drone to stray too far or consume too much power early in a mission, 

leaving insufficient charge to return. Such scenarios have been documented as a 



7 

leading cause of UAV failures and incidents in the field [2]. Precise power monitoring 

and forecasting provide early warnings if a mission needs to be cut short. For example, 

if a drone detects that its remaining battery life is trending lower than expected for the 

distance left to cover, it can autonomously decide to turn back or seek a charging point. 

This kind of intelligent decision-making depends on reliable models of energy 

consumption. They help to reduce the almost guaranteed risk of vehicle loss and 

parallel damage associated with battery exhaustion mid-flight. Without such models, 

UAV autonomy is incomplete. A truly autonomous drone must not only be able to fly 

and navigate on its own, but also proactively manage its energy reserves. Therefore, 

power estimation is a key enabler for fully autonomous missions. 

From an efficiency standpoint, accurate power models allow UAVs to maximize their 

mission capabilities (like carrying the heaviest feasible payload or traveling the longest 

distance) without unnecessary energy reserves or aborting missions too early. Prior 

studies highlight that accounting for uncertainties (wind, speed, route, etc.) in energy 

use is essential to ensure reliable UAV operations [1]. By improving prediction 

accuracy, one can extend UAV flight time, better manage payload-energy trade-offs, 

and implement effective contingency measures (like rerouting or mid-mission 

charging) to enhance overall mission success. This is why an accurate power 

consumption forecasting is also crucial for mission planning and energy management. 

UAV energy use is a complex function of many factors including vehicle weight, 

battery health, route distance, flight speed, wind conditions, and payload power draw 

(for sensors or cameras) [2]. These factors can vary unpredictably during a mission 

(e.g. sudden wind gusts or higher-than-expected payload drag), making real-time 

energy modeling challenging [2]. A drone might encounter conditions that cause it to 

use energy faster than anticipated, quickly eroding safety margins. Without a 

predictive model, the drone’s controller has little insight into how current conditions 

will affect remaining flight time. This motivates AI-based solutions that can learn the 

complex relationships between flight parameters and power consumption, and 

anticipate future power needs under evolving conditions. Thus, accurate predictive 

models enable dynamic mission re-planning. If a drone is ahead of schedule in energy 

usage, it might take on additional tasks, whereas if it’s using more energy than 

predicted, it can head home sooner. In essence, energy forecasting using AI can lead 
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to optimal use of available energy, squeezing the most out of each battery charge 

(maximizing useful work per charge) [7]. 

As UAVs are deployed in larger numbers (e.g. expansive survey missions), the chance 

of power-related failures could increase unless robust energy management systems are 

in place. In other words, advanced forecasting techniques become necessary as UAV 

operations scale up. Considering future scenarios such as drone delivery networks or 

autonomous drone swarms, energy management for such cases will be a complex 

optimization problem. Real-time forecasts would be needed to coordinate when and 

where drones recharge, how to route them to minimize energy use, and how to allocate 

tasks among drones with varying battery levels. Advanced forecasting algorithms, 

potentially embedded on-board or in cloud-based fleet management systems, will be 

crucial to handle these challenges. Techniques that can forecast over both short 

horizons (for immediate control adjustments) and long horizons (for mission planning) 

are particularly valuable. This is where modern AI methods, including deep learning 

and sequence modeling, become highly relevant. 

In summary, the motivation of this study lies in enabling more reliable, efficient, and 

autonomous UAV operations through improved power consumption estimation. By 

addressing the energy prediction problem with cutting-edge AI, a transformer-based 

time-series forecasting model, the study aims to contribute to safer flight operations, 

reduced risk of power-related failures, and overall better performance of UAV 

systems. It tries to bridge between UAV energy modeling and advanced AI 

forecasting, motivated by the pressing need for smarter energy management in the 

rapidly evolving field of drone technology. So, the main objective of this thesis is to 

develop a robust methodology for estimating the power consumption of a UAV using 

a multivariate time-series forecasting approach. Specifically, the work utilizes the “In-

flight positional and energy use data set of a DJI Matrice 100 quadcopter for small 

package delivery” to train, validate, and test a transformer-based model known as 

Informer [11][12]. By leveraging the capabilities of Informer, the thesis seeks to 

address the challenges of long-sequence time-series forecasting inherent in UAV 

power consumption data. 
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 Literature Review 

A number of recent studies have addressed UAV energy consumption modeling and 

forecasting, reflecting growing interest in this area. This section reviews key 

contributions from the literature, highlighting the evolution from theoretical models to 

data-driven AI approaches, and situating the present work in context. However, the AI 

studies discussed in this section are examples of classical machine learning algorithms: 

for example, regression trees and random forest methods trained on drone flight 

datasets to identify key factors influencing energy consumption (like altitude changes 

or aggressive maneuvers). Deep learning studies on the subject are covered in a 

separate section in Chapter 2. 

UAV power consumption estimation has been approached through a variety of 

methods in the literature, broadly categorized into physics-based models and data-

driven models. Early works often relied on physics-based energy models or simplified 

mathematical formulas derived from the drone’s aerodynamic and electrical 

characteristics. These models use parameters like rotor thrust, drag coefficients, 

payload weight, and battery discharge curves to calculate energy usage. One of the 

early works on drone energy focusing on developing an analytical model derived from 

flight physics was conducted by Liu et al. (2017) [13]. They used an aero-mechanic 

modeling of a Helicopter as a reference to present a power consumption model for a 

multi-rotor UAV based on momentum theory and blade element theory, which could 

estimate power draw as a function of throttle and flight speed. However, this method 

relied on some parameters that needed specific methods to be calculated and were 

difficult to obtain. This made the model not easily applicable to any UAV [14]. 

Another study by Gong et al. (2023) looked at theoretical models for multirotor UAVs 

[15]. They derived closed-form formulas for power consumption in various flight 

regimes (hover, forward flight, vertical climb/descent) and compared these with 

experimental data from a DJI drone. 

It is also worth mentioning research that connects UAV power consumption to broader 

objectives like route planning and fleet management. For example, Kirschstein (2020) 

compared the energy demands of drone-based delivery versus truck delivery, using 

energy models to assess environmental impacts [16]. While not focused on real-time 

prediction, such studies use energy consumption estimates to make higher-level 
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decisions (e.g., whether deploying drones is energy-efficient for a given logistics 

network). They rely on accurate models as sub-components, further emphasizing why 

improved power estimation is important beyond just the flight control perspective. 

When it comes to physics-based models, we come across empirical models as well as 

theoretical models in the literature. For instance, Maekawa et al. (2017) investigated 

quadcopter power in horizontal flight and proposed a polynomial model relating power 

to speed [17]. Similarly, Abeywickrama et al. (2018) developed an empirical power 

consumption model by collecting battery usage data for various drone activities and 

fitting a model to that data. They measured power consumption in different flight 

modes (hover, climb, forward flight) and fitted empirical equations to predict power 

usage under those conditions. Their work underscored that limited battery lifetime is 

a key restriction in UAV applications, and they advocated for reliable power models 

to enable energy-efficient mission planning [5]. Prasetia et al. (2019) developed a 

mission-based energy consumption predictor for multirotor UAVs using an approach 

with multiple polynomial regressions to handle different maneuvers [14]. Although 

they obtained positive results, the complexity of the proposed method and the fact that 

it involves generating the movement labels in the dataset to describe various flight 

maneuvers negatively affect the preference of the model [2]. 

The aforementioned theoretical and empirical models provide insight into energy 

usage and have value in specific scenarios, however, they often require extensive 

calibration for each vehicle and flight regime. Their accuracy can suffer when drones 

perform complex maneuvers or face environmental disturbances. A recent comparison 

by Zhang et al. (2021) underscores this issue: the authors reviewed and assessed 

multiple drone energy consumption models and found very wide variations in the 

predicted energy rates for the same flight, due to differences in model scope and 

included factors [18]. In other words, one model might predict a drone needs 150 W 

to cruise at a certain speed, while another model predicts 250 W for the same condition, 

a discrepancy that could lead to poor planning. Zhang et al. conclude that without 

further refinement, purely physics-based models have limited reliability for precise 

energy estimation [18]. While grounded in theory, such models can be limited by 

simplifying assumptions and may not generalize well across different flight regimes. 

In fact, there is currently no single consensus model for UAV energy consumption. 

Numerous models exist with varying complexity and focus (hovering, forward flight, 
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etc.), and they sometimes yield conflicting predictions under the same conditions [19]. 

Muli et al. (2023) provide a comparative analysis of five popular drone energy models, 

each rooted in different physical assumptions, and demonstrate the difficulties in 

matching these models to real-world flight data. In their study, even after calibrating 

the physics-based models to a common dataset, significant discrepancies were 

observed between model predictions and actual measurements, especially under 

variable conditions [19]. This indicates that purely analytical models, while useful for 

understanding factors, may fall short in predictive accuracy for practical UAV 

operations. In their tests, errors were significant unless models were tuned to very 

specific scenarios, reinforcing the need for a more data-driven approach. 

While the classical methods provide insight into energy consumption, they struggle to 

generalize across different flight regimes and aircraft. The complex aerodynamics of 

multirotor UAVs (including non-linear effects of wind, battery voltage drop under 

load, etc.) mean that fixed-form equations often cannot capture all factors accurately. 

Furthermore, the reviewed studies collectively highlight that underestimating UAV 

power consumption can lead to safety issues. Góra et al. (2022) note that many studies 

use overly simplified models (often linear) and ignore factors like wind, leading to 

predicted energy use that can be up to two times lower than actual [20]. When such 

models are used in mission planning, the result can be a drone exhausting its battery 

sooner than expected, a hazardous scenario. In fact, they emphasize that existing 

nonlinearities (like the effects of wind or complex flight trajectories) can cause 

significant errors, and if these errors lead to an earlier full battery discharge than 

planned, the consequences may be dire [20]. This underlines the necessity for 

advanced, more accurate modeling, a gap that AI methods are well-poised to fill. So, 

given the limitations of physics-based approaches, researchers have increasingly 

turned to AI-based forecasting techniques to build more accurate energy consumption 

predictors. Data-driven models learn directly from empirical flight data (sensor logs 

of battery voltage, current, UAV state, etc.) to capture complex relationships that are 

difficult to model analytically. Building on such insights, researchers have applied 

algorithms like random forests, support vector machines (SVM), artificial neural 

networks (ANN), and even neuro-fuzzy systems to predict drone energy consumption 

[21]. A recent comparative study by Sarkar et al. (2024) evaluated multiple AI 

algorithms (including Random Forest, regression trees, SVM, ANN, and ANFIS) on a 
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dataset of quadcopter flights [21]. The study found that factors such as altitude, wind 

speed, and velocity of the UAV have notable impact on power usage, and importantly, 

the Random Forest model achieved better accuracy in forecasting UAV power 

consumption compared to other models [21]. This suggests that ensemble learning 

methods can capture the nonlinear interplay of environmental and operational 

variables effectively. 

In another recent work, Cabuk et al. (2024) have experimented different approaches (a 

simple linear regression model, a multivariate polynomial linear regression model, and 

a ML-based model) to improve prediction accuracy and efficiency [22]. They used an 

ensemble learning approach by combining Random Forest and XGBoost models, 

where they aimed to create an energy consumption model for drone swarm operations 

and succeeded in creating a data-efficient model. With this method, they were able to 

achieve considerable accuracy with minimum data requirements in cases where there 

were limited datasets. In the same study, they also investigated energy models relevant 

for swarm mission planning, including connectivity maintenance and formation 

changes, and found interesting trade-offs between model simplicity and utility [22]. 

Simpler models (like linear regressions or basic physical formulas) offered quick 

computations that could be useful in real-time swarm decision-making, but they were 

less accurate. More complex models (polynomial or machine learning) gave better 

precision but at higher computational cost. In swarm scenarios, sometimes 

approximate but fast energy estimates are needed for split-second decisions by a 

swarm coordinator. This indicates that in some applications, a lightweight model might 

still have a place, whereas for offline planning or analysis, a heavy model like a deep 

network is preferred. 

In the following chapter, first the dataset used for the UAV power consumption 

estimation model implemented in this thesis is explained, and then academic studies 

involving deep learning models created with the same dataset are discussed.
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 UAV DATASET AND RELATED DEEP LEARNING STUDIES  

 UAV Flight Dataset Description and Acquisition 

The dataset utilized in this thesis is the “In-flight positional and energy use dataset of 

a DJI Matrice 100 quadcopter for small package delivery” [11]. This dataset was 

published by Rodrigues et al. (2021) and contains high-resolution flight data collected 

from a DJI Matrice 100 quadcopter, which is a fully programmable, customizable 

UAV platform with a maximum GPS-mode cruise speed of 17 m/s. Its standard Li-Po 

battery has a capacity of 4500 mAh, providing about 22 minutes of flight time with no 

payload [11]. Additionally, the drone was instrumented with multiple sensors to record 

high-resolution flight telemetry. This comprehensive dataset provides a rich basis for 

modeling UAV energy consumption, as it captures the effects of speed, altitude, 

payload, and wind on power usage over many repeated trials. 

2.1.1 Sensor suite and hardware 

To measure in-flight power consumption and dynamics, a custom sensor suite was 

integrated. This onboard sensor suite architecture used for data collection is shown in 

Figure 2.1. The diagram shows the battery, voltage regulators (Battery Eliminator 

Circuits), a Raspberry Pi Zero single-board computer (SBC), a power sensor (Mauch 

PL-200) connected to the battery via an analog-to-digital converter (ADC), an 

ultrasonic anemometer (FT 205), and a GNSS+IMU unit (Microstrain 3DM-GX5-45). 

 

 Schematic of the UAV’s onboard sensor suite. 
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The 3DM-GX5-45 GNSS/IMU unit provides the drone’s position, altitude, velocity, 

and orientation at 10 Hz, using an internal Kalman filter to fuse GPS and inertial 

measurements while the power monitoring module, Mauch PL-200 monitors battery 

voltage and current. This Hall-effect sensor can measure up to 200 A and 33 V, and 

was chosen over a shunt for better accuracy and safety. Its analog output is digitized 

by a 17-bit ADC (Microchip MCP3424) before logging. The ultrasonic anemometer, 

FT205 that mounted on a pole was used to measure wind speed (accuracy ±0.1 m/s, 

10 Hz sampling). The low-power single-board computer, Raspberry Pi Zero W which 

runs ROS (Robot Operating System) was used for data acquisition and logging. All 

sensor streams were synchronized using ROS’s ApproximateTime message filter 

policy, without interpolation (each data point is timestamped) [11]. This setup ensured 

a synchronized multivariate time series of drone state and energy usage. The 

DJI Matrice 100 quadcopter used in the experiments is shown in Figure 2.2; it is 

equipped with the sensor box (containing the Raspberry Pi and ADC), the wind sensor 

(anemometer) mounted on top, and a payload package attached at the bottom. 

 

 Front (a), side (b), and top (c) views of the DJI Matrice 100 quadcopter 

used in the experiments, with the sensors and onboard computer. 

 

2.1.2 Flight data collection and characteristics 

Using this instrumented UAV, Rodrigues et al. conducted 209 flights in total to build 

a comprehensive UAV energy use dataset. The flights were performed autonomously 

in an open-field test area in 2019, under various weather conditions (avoiding heavy 

rain or dangerously high winds, but including moderate wind days to avoid bias toward 

only ideal conditions). To capture a wide range of operating conditions, each flight 

followed a pre-programmed, consistent triangular route. After pre-flight checks, the 
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UAV took off vertically to the target altitude, then accelerated to the target ground 

speed and flew horizontally between three waypoints forming a triangle route shown 

in Figure 2.3 (left) while maintaining altitude. This triangular path was designed to be 

wind-neutral, meaning the drone experienced different headings relative to wind on 

each leg, helping capture how wind affects power consumption. At the end of the 

triangle, the drone returned to the launch point and descended to land. To 

systematically study factors affecting UAV power draw, the researchers varied three 

control parameters across flights: cruise speed, cruise altitude, and payload. Five cruise 

speeds (4, 6, 8, 10, 12 m/s), four altitudes (25, 50, 75, 100 m above ground), and three 

payload conditions (0, 250, 500 g) were tested. Each combination of speed–altitude–

payload was repeated at least 3 times on different days, yielding 60 unique mission 

profiles and 195 flights covering all these conditions, plus additional flights for hover 

and idle tests, totaling 209 flights. Throughout each flight, the system logged high-

resolution telemetry: GPS position, airspeed and ground speed, horizontal and vertical 

velocities, altitude, battery voltage and current, among other parameters. Each flight’s 

metadata (date, time, commanded speed, altitude, payload) were recorded as well. A 

post-flight script converted raw ROS bag files into CSV time series for each flight, 

and basic post-flight validation was done [11]. 

 

 Left: A triangular flight route with three waypoints followed in an open 

test field. Right: Sample time-series sensor readings recorded during a flight. 

The resulting dataset spans 10 hours 45 minutes of flight time, covering about 65 km 

of distance traveled in total. By releasing this 10+ hours of flight data across a broad 

range of operating scenarios, the researchers aimed to enable data-driven approaches 

(like machine learning models) to learn the complex relationships between UAV 

dynamics, environment, and power usage. This rich dataset enables modeling of UAV 

power consumption under various speeds, altitudes, payloads, and wind conditions. 
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Initial analyses by the dataset authors confirmed that flights with identical settings 

produce consistent patterns of power usage, with minor variations due to wind and 

other stochastic factors. For example, increasing payload shifts the power profile 

upward (higher watts needed), while stronger winds cause transient spikes in power as 

the flight controller compensates [11]. For this thesis, the dataset is invaluable. It 

supplies the input variables (flight speed, acceleration, altitude, wind speed, etc.) and 

target variable (power) needed to train and evaluate a deep learning model for UAV 

power estimation. The availability of synchronized ground truth for both inputs and 

output makes this dataset well-suited for training and evaluating a sequence 

forecasting model. This synchronized nature and high frequency of the data allow the 

model to capture both short-term dynamics (e.g. rapid throttle changes) and longer-

term trends (e.g. gradual voltage drop, wind effects) in the UAV’s power consumption. 

In the following section, deep learning models implemented for UAV power 

consumption estimation using this dataset are discussed. 

 Deep Learning Models Applied to UAV Dataset 

The primary goal of developing the UAV dataset was to support empirical modeling 

and validation of UAV power and energy consumption under realistic flight 

conditions. Previous studies often relied on theoretical models or a very limited 

number of flights, leading to large disparities in predicted energy per distance among 

models. Additionally, as mentioned in Chapter 1, these physics-based models could 

provide very limited information. To overcome the limitations of fixed models, 

researchers have tried to apply different methods to UAV energy data. Many studies 

used oversimplified models (usually linear) and ignored existing nonlinearities like 

wind, leading to estimated power consumption that might be up to two times lower 

than actual. AI-driven forecasting methods have emerged as a promising solution to 

this problem. Instead of relying on manual equations, machine learning models can 

learn the power consumption patterns directly from flight data, capturing subtle 

relationships among variables. Therefore, simpler ML approaches like decision trees 

or support vector machines have been explored, but these classical ML approaches 

were often still limited to predicting total measurements (such as total energy for a 

whole flight or a segment) rather than capturing high-frequency instantaneous power 
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draw. So, the most successful techniques have been deep neural networks due to their 

ability to model complex, non-linear functions. 

Indeed, the introduction of deep neural network models marked a turning point. These 

multilayered "deep" models were able to capture complex relationships that were 

difficult to learn with simpler ML approaches. In line with these developments, 

researchers started to apply sequence learning models to the UAV dataset described in 

the first section of this chapter. As discussed, Muli, Park, and Liu (2022) benchmarked 

several classical energy consumption models derived from physical principles and 

demonstrated the difficulties in getting accurate predictions when evaluated on real 

flight data. However, they also introduced a Long Short-Term Memory (LSTM) deep 

learning model as a data-driven alternative and tested it against the physics-derived 

models [19]. The results showed that their LSTM network outperformed all tested 

mathematical models on the UAV dataset and was able to learn the relationship 

between time-varying states (speed, acceleration, etc.) and the drone’s power 

consumption without needing explicit mode segmentation, achieving high accuracy 

across different flight segments. This was a significant result, demonstrating that a 

single deep learning model can effectively replace multiple regime-specific equations 

and better extract the effects of flight dynamics, environmental factors, and control 

inputs on energy use than simplified models. The researchers also performed a 

sensitivity analysis to interpret the LSTM, finding that it appropriately learned the 

influence of factors like payload weight on power usage [19]. Considering all the 

results, it appears that the study highlights the value of deep learning in UAV energy 

modeling and encourages further investigation of advanced AI models for this task. 

Beyond LSTMs, other neural network architectures have been applied to UAV power 

consumption prediction. Temporal Convolutional Networks (TCN), for example, have 

gained attention for modeling time-series data with long-range temporal dependencies. 

Choudhry et al. (2021) developed a deep energy model using a TCN to predict 

multirotor UAV power usage, incorporating both time-varying sensor inputs and static 

contextual information (like mission parameters) [2]. Their model, trained on real 

flight telemetry (the UAV dataset), could predict instantaneous power with a high 

degree of accuracy, and importantly, it generalized well across flights with different 

altitudes, speeds, and payloads. Furthermore, Choudhry et al. integrated this TCN 

predictor into a risk assessment framework. By running Monte Carlo simulations of 
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flight energy consumption with the learned model, they evaluated the probability of 

battery depletion for a given mission. They introduced a Conditional Value-at-Risk 

(CVaR) metric to quantify worst-case energy usage beyond a certain confidence level. 

This approach allowed them to evaluate, before takeoff, the probability that the UAV 

would run out of battery. Their results showed that the CVaR-based method could 

successfully differentiate low-risk and high-risk flights, and it provides a more 

informative risk measure than a simple safety margin. The study thus not only 

demonstrated a strong predictive model but also showed a practical application of that 

model for improving flight safety via predictive risk metrics. 

Following on these successes, Dudukcu et al. (2024), who focused on instantaneous 

power consumption prediction for multirotor UAVs using a refined deep learning 

approach. They introduced an enhanced deep learning model, referred to as LR-TCN, 

a modified TCN model which incorporated two key modifications [23]. Instead of 

using the rectified linear unit (ReLU) function, which is used as the activation function 

in the TCN activation layer, they used the leaky rectified linear unit (Leaky ReLU) 

activation function, to improve the network’s learning capacity for slight variations in 

power draw. A preprocessing step of simple moving average (SMA) with the raw 

sensor data was also included [23]. So, they used a TCN for capturing rapid 

fluctuations with a parallel simple moving average component to capture the 

underlying trend and then combined those signals. This hybrid approach improved the 

stability of predictions and was used to handle the noise in sensor readings while 

retaining responsiveness to rapid power fluctuations. This made the model less 

sensitive to transient anomalies in sensor data. Testing on the UAV dataset, Dudukcu 

et al. achieved very good performance, and demonstrated that architectural 

enhancements (like improved activation functions and hybrid input processing) can 

provide better prediction accuracy. 

The progression of research from simple regression models to LSTMs, TCNs, and 

hybrid networks reflects a broader trend of leveraging AI for UAV energy 

management. A key insight from recent studies is that sequence modeling and 

temporal dependencies are central to accurately predicting UAV power consumption. 

UAV energy use over time is inherently a sequence problem. The current draw at a 

moment depends on the recent past (e.g. acceleration, maneuvering) and affects the 

future. Recurrent neural networks (RNNs) and TCNs have demonstrated the ability to 
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learn these dependencies. For instance, Zalza et al. (2025) conducted a comparative 

study of deep learning models (LSTM, GRU and their variants with attention) for UAV 

energy consumption prediction (the UAV dataset was used) and found that models 

incorporating an attention mechanism achieved the best performance. In their results, 

a Gated Recurrent Unit with Self-Attention (GRU-SA) yielded significantly lower 

error than standard LSTM or GRU models [1]. The self-attention mechanism allowed 

the model to focus on the most relevant features and time steps affecting power use, 

effectively filtering out noise and less important data. This improvement points toward 

the potential of Transformer-based approaches which rely heavily on attention 

mechanisms, in the UAV power forecasting field. 

Indeed, transformer architecture has revolutionized sequence modeling in many 

domains of AI by enabling long-range dependency capture and parallel processing of 

sequence data. In the context of time-series forecasting, transformers have been 

applied to problems such as traffic flow, weather, and energy demand prediction with 

promising results. The appeal of transformers lies in their self-attention mechanism, 

which can directly model relationships between any two timesteps in a sequence, 

regardless of their distance apart. This is particularly relevant for UAV energy 

consumption, where events early in a flight (e.g., an aggressive climb or a strong 

headwind encountered) can have lasting effects on battery drain later in the flight. 

Transformer-based models are inherently well-suited to learn such long-term 

influences. However, adopting transformers for UAV energy estimation is not 

straightforward, because a naive transformer application can be computationally 

expensive for long-duration flights with high-frequency data sampling. A standard 

transformer has quadratic complexity in sequence length, which may become 

prohibitive if one tries to feed an entire long flight data sequence into the model. 

Additionally, UAV datasets might not be as large as those in natural language or 

vision, raising concerns about overfitting these large models. Despite these challenges, 

the success of attention-augmented RNNs in UAV studies and the growing use of 

transformers in analogous time-series tasks provide a strong impetus for exploring 

transformer-based solutions in this thesis. In particular, this research focuses on the 

Informer model, a specialized transformer architecture for time-series forecasting, to 

examine the applicability of its improved design for power consumption estimation 

over long flight sequences and, whether it can improve the prediction accuracy. 
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 TRANSFORMER ARCHITECTURE 

 Transformer Model Architecture 

Transformers are a sequence modeling architecture originally developed for machine 

translation and natural language processing (NLP) tasks by Vaswani et al. (2017) [24]. 

Unlike recurrent neural networks (RNNs) such as LSTMs, which process sequences 

one step at a time, the Transformer uses an encoder–decoder architecture with a self-

attention mechanism to process input sequences in parallel (dynamically weight the 

importance of different time steps). This parallelism allows Transformers to capture 

long-range dependencies without the gradual information decay seen in RNNs, and 

enables much faster training on long sequences [25]. 

 

 

Figure 3.1 : The Transformer architecture. 
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The Transformer consists of an encoder–decoder stack: an encoder maps an input 

sequence (e.g. source sentence) into a set of continuous representations, and a decoder 

uses those representations to generate an output sequence (e.g. translated sentence) one 

element at a time [12]. Figure 3.1 depicts the standard Transformer architecture, with 

the encoder on the left and decoder on the right [26]. 

The core innovation of Transformers is the self-attention mechanism, which enables 

the model to weigh the importance of different elements of the input sequence when 

encoding a particular element. In each self-attention layer, queries (𝑄), keys (𝐾), and 

values (𝑉) are computed as linear projections of the input representations (from the 

previous layer or input embeddings). An attention score is obtained by taking the 

scaled dot-product of a query with each key, which determines how much each value 

should contribute to the output [24]. Formally, for a set of 𝑛 input vectors assembled 

as rows of matrix 𝑋, we have: 

𝑄 = 𝑋𝑊𝑄 (3.1) 

𝐾 = 𝑋𝑊𝐾 (3.2) 

𝑉 = 𝑋𝑊𝑉 (3.3) 

where 𝑊𝑄, 𝑊𝐾, 𝑊𝑉 are learnable projection matrices. Then the scaled dot-product 

attention for one attention head is defined as: 

𝐴𝑡𝑡𝑒𝑛𝑡𝑖𝑜𝑛(𝑄, 𝐾, 𝑉) = 𝑆𝑜𝑓𝑡𝑚𝑎𝑥 (
𝑄𝐾𝑇

√𝑑𝑘

) 𝑉 (3.4) 

where 𝑑𝑘 is the dimensionality of keys (and queries) [12]. The softmax operation 

yields attention weights that sum to 1 across the sequence, and these weights are used 

to form a weighted sum of the value vectors, producing an output for each position. 

Crucially, each output is a contextualized representation of the input element 𝑖, 

containing contributions from all other positions 𝑗 weighted by the learned attention 

scores 𝑎𝑖𝑗. The dot-product scores are scaled by 1 √𝑑𝑘⁄  to avoid concentrating too 

much weight on a few keys for large 𝑑𝑘 (a technique that improves training stability) 

[24].  
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In practice, Transformers employ multi-head attention, where ℎ separate attention 

heads are computed in parallel, meaning each head has its own 𝑊𝑄, 𝑊𝐾, 𝑊𝑉 

projections and smaller head dimension as: 

𝑑𝑘 = 𝑑model/ℎ (3.5) 

Each head produces an output as shown in equation 3.4, and then these ℎ outputs are 

concatenated and linearly transformed to form the final output of the attention sub-

layer. Multi-head attention allows the model to attend to different types of information 

or positions simultaneously with different heads [24]. For example, in a UAV flight 

context, one head might focus on long-term dependencies (e.g. overall altitude trend) 

while another focuses on short-term spikes (e.g. a sudden acceleration), and the 

combination provides a richer representation. 

After the attention computation, the output goes through a position-wise feed-forward 

network (FFN) applied independently to each sequence position. This FFN typically 

consists of two linear transformations with a ReLU (or other activation) in between 

[24]. The feedforward network modules with an activation function 𝜙 and a ReLU 

activation are shown in equation 3.6 and equation 3.7, respectively. 

𝐹𝐹𝑁(𝑥) =  𝜙(𝑥𝑊1 + 𝑏1) 𝑊2 + 𝑏2 (3.6) 

𝐹𝐹𝑁(𝑥) = max(0, 𝑥𝑊1 + 𝑏1) 𝑊2 + 𝑏2 (3.7) 

𝑊1 and 𝑊2 are weight matrices and 𝑏1, 𝑏2 are bias vectors. ReLU activation is used 

within the original Transformer. Each sub-layer (Attention or FFN) in the 

encoder/decoder is wrapped with residual connections and layer normalization [24]. 

The residual (skip) connection adds the sub-layer input to its output, aiding gradient 

flow and stabilizing training, while layer normalization (applied either before or after 

the sub-layer, depending on variant) ensures the output distribution stays normalized, 

which helps convergence.  

Since the self-attention mechanism has no inherent notion of sequence order (it treats 

the input as a set), Transformers inject positional information into the input 

embeddings. This is done via positional encodings added to the token embeddings at 

the bottoms of the encoder and decoder (Figure 3.1). 
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Figure 3.2 : Details of attention mechanisms in the Transformer architecture. 

The scaled dot-product attention mechanism is shown in Figure 3.2 (right) for a single 

head [24]. The query (𝑄) and key (𝐾) vectors are combined via dot product (yielding 

an attention score for each key relative to the query), then scaled by 1/√𝑑𝑘 as 

described earlier and passed through a softmax to produce attention weights. These 

weights are applied to the value (𝑉) vectors via matrix multiplication to produce the 

output, often called a “context vector”. In practice, the Transformer implements this 

efficiently for all queries in parallel using matrix operations [12]. A masked version of 

this attention is used in the decoder to prevent attending to future positions (by setting 

those future-key scores to −∞ before softmax). 
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 Key Advantages of the Transformer 

The Transformer’s attention-based approach offers significant advantages over 

traditional recurrent models for long sequences. RNN-based models (including 

LSTMs and GRUs) must process inputs sequentially, carrying a hidden state that is 

updated at each time step. This inherently sequential operation prevents parallelization 

and makes it difficult for RNNs to capture very long-term dependencies due to issues 

like vanishing gradients (mitigated but not eliminated by LSTM/GRU gating) [25]. 

LSTMs, for instance, maintain a cell state to preserve long-term information, but in 

practice their memory of events tens or hundreds of steps in the past can still degrade, 

especially if the sequences are lengthy (hundreds of time steps or more). In contrast, 

Transformers have direct access between any two positions through attention, enabling 

long-range context to be utilized with fewer obstacles. This has been shown to improve 

predictive accuracy on long sequences and allows Transformers to outperform LSTMs 

in both accuracy and efficiency for many tasks [24]. Indeed, researchers have observed 

that beyond a certain prediction horizon, LSTM performance drops substantially while 

Transformers can maintain lower error [12]. A significant amount of time-series data 

on past behavior is required to make a long sequence time-series forecasting (LSTF). 

Conventional recurrent models such as LSTMs were originally designed and tuned for 

short horizons, usually 48 time steps or fewer [12]. When those horizons are extended, 

their accuracy and computational efficiency deteriorate markedly. Figure 3.3 

illustrates this effect using an hourly-temperature dataset from an electrical 

transformer station. The LSTM is evaluated on forecast windows ranging from 12 

steps (half a day) up to 480 steps (20 days). Once the horizon passes 48 steps the MSE 

escalates sharply, inference latency rises, and predictions become unreliable [12]. 

 

 

Figure 3.3 : (a) Sequence forecasting, (b) running LSTM on sequences. 
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Furthermore, Transformers can leverage GPU hardware better by parallelizing 

computations across sequence positions, whereas RNNs must iterate step-by-step, 

resulting in longer training times for comparable sequence lengths [25]. Since self-

attention processes all positions jointly (the matrix operations allow computing 

attention for all token pairs in parallel), training can be significantly faster than RNN-

based models which must process tokens sequentially. Vaswani et al. note that their 

model achieved state-of-the-art translation quality with significantly less training time 

than RNN counterparts, thanks to this parallelism [24]. 

Another class of sequence models, Temporal Convolutional Networks (TCNs), uses 

deep 1-D convolutions with dilation to capture long-range patterns. TCNs (e.g. Bai et 

al., 2018) can be parallelized and have fixed receptive fields that grow with network 

depth. They often achieve competitive results to RNNs by learning hierarchical 

temporal features. However, TCNs still face limitations: very long-term dependencies 

require either extremely deep networks or large dilation factors, and they may struggle 

with patterns longer than their designed receptive field. Also, convolutional filters 

have a fixed local scope, whereas attention can flexibly pick up arbitrary long-range 

interactions if needed. In practice, Transformers often outperform or match TCNs on 

long sequence benchmarks [27][28], especially as sequence length and complexity 

increase [29]. One reason is that attention can adaptively focus on relevant time steps 

(even far in the past) without regard to a preset kernel size or dilation structure. 

Comparison of different sequential models is given in Table 3.1. 

 Comparison of sequence models. 

Property RNN / LSTM / 

GRU 

TCN Transformer 

Parallelism Across 

Time 
No (sequential) Yes Yes 

Long-Range 

Dependency Length 

Limited, may 

suffer vanishing 

gradients 

Limited by 

receptive field 

Direct global 

access via attention 

Complexity per Layer 𝑂(𝐿𝑑2) 𝑂(𝑘𝐿𝑑2) 𝑂(𝐿2𝑑) 

Typical Training Time 

on Long Sequences 
Slow Moderate 

Fast  

(GPU-friendly) 
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In summary, the Transformer architecture provides a powerful and flexible framework 

for sequence modeling. It addresses the bottlenecks of earlier models by enabling 

direct access to any part of the sequence through attention (mitigating the long-range 

dependency problem), allowing full parallelism in processing (accelerating training), 

and using multiple attention heads to capture different aspects of temporal 

relationships. These strengths make the Transformer architecture a promising choice 

for modeling the UAV power consumption problem, where one needs to capture how 

power at a given time might depend on events many steps earlier (e.g. prior wind 

changes or maneuvers) and do so efficiently over an entire flight. However, this does 

not mean that Transformer architecture is without its own unique challenges. 

 Challenges of Applying Transformers to Long Sequence Time-Series 

Despite their strong performance, vanilla Transformers encounter significant 

challenges when applied to very long time-series data. The primary issue is the 

computational and memory cost of the self-attention mechanism. For an input 

sequence of length 𝐿, the standard self-attention computes an 𝐿 × 𝐿 matrix of attention 

scores (and weights) for each head, resulting in 𝑂(𝐿2) time and 𝑂(𝐿2) memory 

complexity [12]. In contrast, recurrent models scale linearly 𝑂(𝐿). This quadratic 

scaling becomes problematic as 𝐿 grows into the hundreds or thousands, as is common 

in high-frequency or long-duration sensor data. For example, if we consider modeling 

a 10-minute UAV flight sampled at 5 Hz (𝐿 = 3000 time steps), a single Transformer 

layer would handle on the order of 30002 = 9 × 106 pairwise interactions for each 

head, a substantial computational load and memory footprint for training on typical 

hardware. This limits the sequence lengths that can feasibly be fed into a vanilla 

Transformer. Long sequences might need to be truncated or down-sampled, potentially 

losing important information, if using an unmodified Transformer. 

Another challenge is the memory bottleneck. The 𝐿 × 𝐿 attention weight matrices 

must be stored (at least temporarily) during training for back-propagation. When 𝐿 is 

large, this can exceed GPU memory limits. For instance, with 𝐿 = 3000 and 𝑑model =

64, an attention matrix for one head has 9 million entries, with 8 heads that’s 72 million 

floats, not counting intermediate activations. Long sequences can thus lead to out-of-

memory errors or require very small batch sizes (hurting training efficiency). In 

practice, even if memory is sufficient, the attention softmax computation can become 
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a throughput bottleneck for large 𝐿, reducing the speed benefits of parallelization. The 

model dimensionality 𝑑 (seen in Table 3.1) is the size of the hidden state for recurrent 

nets (RNN/LSTM/GRU), channel/feature width for convolutional or attention layers 

or the embedding/vector width processed at each layer (often called 𝑑model in 

Transformer architectures). The asymptotic per-layer computational complexity of 

RNN/LSTM/GRU, TCN, and Transformer architectures as a function of sequence 

length 𝐿 (number of time steps or tokens processed in one forward pass) and model 

width 𝑑 is summarized in Table 3.2 below. 

 Computational cost per layer for common sequence models. 

Model Main Compute 

Kernel 

Cost 

Expression (per 

layer) 

Complexity vs. 

Sequence Length 

𝐿 

RNN / LSTM / 

GRU 

Matrix–vector 

multiplication 

(𝑑 × 𝑑 on each 

time step) 

𝑂(𝐿𝑑2) Linear 

TCN (dilated 1-D 

conv) 

Convolution with 

kernel width  

𝑘 over the entire 

sequence 

𝑂(𝑘𝐿𝑑2) 

(𝑘 is a small 

constant) 

Linear 

Transformer 

Full self-attention: 

score matrix 

 𝑄𝐾⊤ ∈ ℝ𝐿×𝐿 

𝑂(𝐿2𝑑) Quadratic 

In addition, the encoder–decoder architecture of the Transformer introduces its own 

limitation for long forecasting horizons. In a typical seq2seq use (e.g. machine 

translation), the output sequence length is similar to the input length (a sentence to a 

sentence). But for long-term forecasting, one might input a long history and ask the 

model to predict a long future trajectory. Using a standard Transformer decoder to 

auto-regressively generate many time steps can be slow, since it must attend over a 

long-encoded history at each step and produce outputs one by one. This inherent 

limitation of sequential decoding means that predicting, say, 100 future points would 

require 100 forward passes in the decoder (unless a different decoding strategy is used) 

[12]. Moreover, if the input is long, the encoder’s output is large, and the decoder’s 

cross-attention again faces the quadratic cost in combined length (input and output). 

These issues make naive application of Transformers to long look-back and long look-

ahead scenarios computationally intensive. 
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Theoretical computation cost vs. sequence length for different model complexities are 

shown in Figure 3.4. As sequence length 𝑁 increases, recurrent models (𝑂(𝑁), green 

curve) scale linearly, convolutional models are also linear. Sparse-attention models 

(𝑂(𝑁 log 𝑁), purple) scale slightly super-linearly. In contrast, the standard 

Transformer's full self-attention is 𝑂(𝑁2) (light blue curve), which becomes 

dominantly expensive for large 𝑁. This quadratic growth leads to very high memory 

usage and slow computation for long time series. Efficient Transformer variants aim 

to reduce this scaling (e.g. to linear or 𝑁 log 𝑁) to handle long sequences more 

tractably. 

 

 

Figure 3.4 : Computational cost by sequence length for different complexities. 

In summary, the vanilla Transformer’s quadratic time complexity, high memory usage, 

and autoregressive decoding inefficiency form the main obstacles when dealing with 

long time series [12]. Researchers have recognized these problems and proposed 

numerous remedies. Approaches include limiting the attention scope (sparse or local 

attention), projecting the sequence into a lower dimension (through down-sampling or 

representation learning), or changing the architecture to something like hierarchical or 

recurrent hybrids [30][12]. Therefore, this study focuses on the Informer model that 

incorporates two such strategies: sparse attention and non-autoregressive (batch) 

decoding. By addressing the shortcomings of Transformer in handling long sequences, 

Informer is well-suited for UAV energy application where several minutes of data may 

need to be considered to estimate future consumption.
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 METHODOLOGY 

 Informer Model 

The Informer model is a Transformer-based sequence forecasting architecture 

introduced by Zhou et al. (2021) for efficient long-sequence time-series prediction 

[12]. It builds upon the standard Transformer encoder-decoder (Vaswani et al., 2017) 

by addressing two key limitations; the quadratic complexity of self-attention (which is 

prohibitive for long sequences), and the memory bottleneck when stacking many 

layers [12]. Informer introduces a ProbSparse self-attention mechanism and a self-

attention distilling strategy to overcome these issues, enabling 𝑂(𝑁 log 𝑁) time 

complexity (for sequence length 𝐿) and reduced memory usage [12]. This makes 

Informer especially suitable for long-range forecasting tasks, where capturing long-

term dependencies is critical. In the context of UAV power consumption, a flight’s 

power profile can span several minutes with complex temporal patterns, so Informer’s 

ability to efficiently model long sequences is highly relevant. By using Informer, it is 

aimed to leverage its improved long-range modeling capacity to forecast UAV power 

consumption over the duration of a flight, which is more effective than applying a 

standard Transformer or short-horizon models for this task.  

 

Figure 4.1 : Informer architecture overview. 
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Figure 4.1 provides an overview of the Informer architecture, highlighting its key 

components, the encoder with ProbSparse self-attention and distilling, and the decoder 

with a generative output mechanism [12]. The Informer encoder uses ProbSparse Self-

Attention layers (shown as trapezoids) stacked in cascading fashion. The trapezoid 

shape indicates that each subsequent attention layer operates on a halved input length 

(via self-attention distilling), drastically reducing sequence length through the encoder. 

Multiple such encoder stacks can be concatenated to form the final “feature map.” The 

Informer decoder uses a masked multi-head ProbSparse self-attention layer followed 

by a standard multi-head cross-attention (to the encoder’s output) and a feed-forward 

layer. The decoder is fed a start token and a series of zeros equal to the desired output 

length, and it produces the output sequence in one forward pass through a final fully 

connected layer. This “generative” decoding avoids iterative output feeding, greatly 

speeding up inference [12][31]. 

4.1.1 ProbSparse self-attention 

Informer’s first innovation is the ProbSparse Self-Attention mechanism [12]. Standard 

self-attention has 𝑂(𝐿2) complexity for sequence length 𝐿 because every query attends 

to all keys. However, Zhou et al. observed that in many cases (especially for long time-

series), the attention score distribution is sparse. A few query-key pairs carry most of 

the weight (the “important” queries), while many others have negligible contributions 

[12][32]. ProbSparse attention exploits this by focusing computation on the most 

“active” queries and skipping a large fraction of low-impact queries, thereby reducing 

complexity to 𝑂(𝐿 log 𝐿) on average [12][32]. In essence, the algorithm uses a 

sampling or Top-𝑢 selection approach: for each attention head, it estimates which 

queries would produce the largest attention weights (“dominant queries”) and 

computes dot-products only for those, rather than for every query-key pair [32]. The 

name “ProbSparse” comes from using a probabilistic sampling of queries based on a 

sparsity criterion (such as the 𝐿1 norm of query vectors or a Kullback–Leibler 

divergence measure of attention distribution) to identify the important ones [12]. By 

allowing each key to attend to only a subset of top queries (instead of all 𝐿 queries), 

the attention matrix becomes sparse without significantly losing accuracy [12][32]. 

The result is a significant speed-up and memory saving for long sequences, 

theoretically 𝑂(𝐿 log 𝐿) complexity rather than 𝑂(𝐿2), which for 𝐿 in the thousands 

can be a dramatic improvement. Therefore, ProbSparse attention achieves comparable 
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alignment performance to full attention on long sequences while using only a fraction 

of the computations. The illustration of the ProbSparse attention mechanism is shown 

in Figure 4.2 [32].  

 

Figure 4.2 : ProbSparse attention mechanism. 

Mathematically, one can describe ProbSparse attention as selecting a subset 𝒰 of query 

indices for each attention head such that for each key, attention is computed only over 

𝑞 ∈ 𝒰 (the “active” queries). One heuristic described is based on the “query sparsity 

measurement”: for each query 𝑞𝑖, compute an importance score (for instance, the 

magnitude of 𝑞𝑖𝐾⊤ averaged over keys). Then pick the top-𝑢 queries with largest 

scores and compute attention normally for those, while treating others as having 

negligible weight. By tuning 𝑢 (e.g. 𝑢 = 𝑐 ⋅ 𝐿 log 𝐿 for some small constant 𝑐), the 

method retains the most significant attention contributions. Empirical studies have 

shown that this approximation hardly affects forecasting accuracy but greatly reduces 

runtime on long inputs. 

4.1.2 Self-Attention distilling 

The second key innovation in Informer is self-attention distilling (sometimes called 

layer-wise distillation of attention) [12]. In a vanilla Transformer, stacking many 

layers on long sequences is memory-intensive: an 𝐿-length sequence through 𝐽 layers 

leads to 𝑂(𝐽 ⋅ 𝐿2) attention computations [12]. Informer addresses this by halving the 

sequence length at each layer of the encoder, effectively forming a pyramid or funnel 

shape as depicted in Figure 4.1 [12]. Concretely, after each multi-head ProbSparse 

attention layer, the output is passed through a convolution and max-pooling operation 
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that downsamples the sequence length by a factor of 2. This means the next layer 

operates on only 𝐿/2 positions (representing higher-level aggregated features of the 

series). By layer 𝑘, the sequence length is 𝐿/2𝑘. This cascading downsampling focuses 

the model on “dominating attention” features – essentially it concentrates the 

information so that subsequent layers can refine the most important patterns without 

being distracted by every small fluctuation. This drastically reduces memory and 

computation in deeper networks. That means the complexity becomes                     

𝑂((2 − ε)𝐿 log 𝐿) for the whole encoder (with ε close to 1 for large 𝐽 ) instead of more 

complex 𝑂(𝐽𝐿2) [34]. In practice, they implement distilling by a 1-D convolutional 

filter and pooling between attention layers [31][33]. Intuitively, this is similar to an 

information funnel. The first attention layer looks at all 𝐿 points and identifies salient 

features; the next layer works on a summary of length 𝐿/2, and so on, thereby 

privileging dominant features and filtering out noise or redundant information [31]. 

By the final encoder layer, the sequence is much shorter (Informer used layers such 

that final length was around 1/4 or 1/8 of original, depending on settings), and these 

outputs are concatenated (or upsampled) to form the encoder’s representation that is 

passed to the decoder [33]. This strategy allows Informer to handle “extremely long 

input sequences” efficiently [12]. 

These all make the self-attention distilling in the encoder is a distinctive feature of 

Informer. As described above, after each encoder layer’s multi-head attention, 

Informer distills the output by dropping a fraction of the sequence, effectively halving 

the sequence length at each layer [12]. This is depicted by the narrowing sequence in 

Figure 4.1’s encoder (light blue trapezoids) and can be understood as a form of 

pooling. The most informative hidden states are only passed to the next layer [12]. 

Formally, if an encoder layer produces output: 

𝒁(𝒋) = [𝑧1, 𝑧2, … , 𝑧𝐿] (4.1) 

at layer 𝑗, the distilling operation keeps, e.g., 𝑧1, 𝑧3, 𝑧5, … (every other time step) to 

form 𝑍(𝑗+1) of length 𝐿/2. This cascading halving significantly reduces memory usage 

from 𝑂(𝑁 ⋅ 𝐿2) to 𝑂(𝑁 ⋅ 𝐿 log 𝐿) for 𝑁 layers, allowing deep encoders to handle long 

inputs. Intuitively, the model preserves global trends while filtering out redundant 

temporal details as data flows upward. For UAV power data, which may have many 
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readings per flight, this distillation helps compress the sequence without losing the 

overall power consumption trajectory of the flight. 

4.1.3 Generative decoder 

The final distinctive feature is Informer’s generative-style decoder [12]. In many 

sequence forecasting tasks, especially for time series, we want to predict a long horizon 

of future values (e.g. the next 100 time steps) all at once. A standard Transformer 

decoder could do this with teacher forcing during training and auto-regressive 

prediction during inference, i.e. predicting one step at a time and feeding it back to 

predict the next. However, step-by-step decoding is slow for long outputs and can 

accumulate errors (if a prediction at step 𝑡 is slightly off, that error might compound 

in subsequent predictions). Informer avoids this by employing a non-autoregressive 

decoding approach: the decoder predicts the whole output sequence in one forward 

operation [12][33]. To enable this, the decoder is provided with the target length 

upfront in the form of a sequence of placeholder inputs (a special start token followed 

by zeros, as shown in Figure 4.1) [12]. During training, the ground truth can be used 

in place of zeros (similar to teacher forcing, but the architecture is set up to output all 

at once). During inference, the decoder attends to the encoder’s output and to the 

portion of already-generated outputs (using masked self-attention to prevent seeing 

“future” outputs) but effectively produces all outputs in parallel after the final layer 

[31][33]. A final fully connected layer maps the decoder’s last layer outputs to the 

predicted values. This one-shot decoding drastically improves inference speed for long 

horizons, as noted in the Informer paper: it avoids the iterative loop that Transformers 

(and RNNs) otherwise require for sequence generation [12]. Moreover, by not feeding 

its own predictions back in stepwise, it avoids the problem of compounded errors over 

long forecasts – essentially the model learns to output a coherent sequence in one go, 

given the encoded input and the initial token. Empirically, this yields faster and often 

more accurate forecasts for long sequences [29]. 

 Data Preparation 

As mentioned in Chapter 2, the open access UAV flight dataset published by 

Rodrigues et al. (2021) and titled “In-flight positional and energy usage dataset of the 

DJI Matrice 100 quadcopter for small package delivery” was used for the study. This 
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dataset comprises detailed telemetry from 209 flights of a DJI Matrice 100 quadcopter, 

collected in 2019. Each flight includes high-resolution measurements of the drone’s 

inertial state, battery metrics, and environmental conditions. Significantly, the 

experiments systematically varied the operational parameters, specifically the payload 

mass (0, 250, 500 g), cruise altitude (25, 50, 75, 100 m), and cruise speed (4, 6, 8, 10, 

12 m/s) following a full-factorial design [11]. A triangular flight path was flown under 

each combination of conditions, with at least three repeats per combination, totaling 

195 flights focused on cruise missions. In addition, 14 ancillary flights were conducted 

in hover and idle conditions (e.g. stationary hover tests on the ground) to measure 

baseline power [11]. The raw data were recorded at approximately 5 Hz from various 

onboard sensors including a GPS/IMU, a battery voltage/current sensor, and an 

ultrasonic anemometer for wind [11]. This rich dataset provides a comprehensive basis 

for modeling UAV power consumption under different flight scenarios.  

 

Figure 4.3 : Variables used for data preprocessing and corresponding descriptions. 

Some key variables from the UAV flight dataset and their descriptions is given in 

Figure 4.3 [11]. It includes flight metadata (flight number, date/time, route code), 

programmed parameters (speed, altitude, payload), and sensor measurements (wind 

speed, battery voltage/current, velocities). These features serve as model inputs, while 

the power is the target output (computed from voltage × current). "Velocity” 

components refer to the drone’s velocity in the x, y, z directions, while "speed" is the 

horizontal ground speed setpoint. Variables such as wind speed and battery readings 
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were logged at a higher frequency for the dataset, but were resampled to 1 Hz during 

data processing for this study. 

For modelling purposes, focus was placed on flights representing normal cruise 

operation and the hover/idle tests were excluded. Specifically, all flights labeled with 

route codes R1–R7 were selected (corresponding to seven cruise flight route patterns 

under the different speed/altitude/payload conditions) and flights labeled A1–A3 or H 

(ancillary ground/hover tests) were excluded. This yields a subset of the dynamic flight 

data (195 flights) while ignoring the static tests. The rationale is that the model is 

intended to learn the power consumption behavior during real flight conditions (when 

the UAV is moving and carrying a payload), rather than hovering in place or sitting 

idle on the ground. Hover tests, which measure the baseline power draw (e.g., to keep 

the UAV aloft without horizontal motion), while useful for analysis, are not 

representative of the power profile during a delivery mission [11]. Including these may 

skew the model toward trivial low-variance power patterns, but the primary interest is 

in estimating power during active cruise. By training only on cruise flight data, the 

learned model was tuned to the regime of interest (forward flight under load) while 

capturing how power usage would respond to factors like speed, wind, and maneuvers. 

From the raw flight logs, the input features and target variable for prediction are 

rearranged. The target variable is defined as the electrical power drawn by the UAV at 

each time step. This is calculated as the product of the battery voltage and current: 

𝑃(𝑡) = 𝑉𝑏𝑎𝑡𝑡𝑒𝑟𝑦(𝑡) × 𝐼battery(𝑡) (4.2) 

where 𝑉 (in volts) and 𝐼 (in amperes) are measured by the onboard sensor. This 

calculation yields power in watts. The voltage and current measurements were first 

cleaned to ensure physically meaningful values. In particular, some occasional sensor 

anomalies such as brief negative current readings (which would imply power being 

fed into the battery because for very brief moments a multirotor can push electrical 

power back toward its battery, so a current sensor can go negative, and hence the 

computed “electric power”) and some large current spikes beyond the sensor’s range 

are observed. These were handled by clipping and filtering. Any recorded current 

above the sensor’s specified maximum (according to sensor datasheet) was capped at 

200 A, and any instance of calculated negative power (typically arising from a 

momentary negative current of a few amps) was set to zero. These situations were rare, 
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but this cleaning prevents unphysical outliers from affecting the model training. After 

this step, a reliable time series of power consumption for each flight was obtained. 

As mentioned in the previous sections, researchers have tried to apply different 

methods to UAV energy data to understand the structure of data-driven power 

estimation models and improve their results. Some studies have been conducted to 

identify the key factors affecting energy consumption (such as altitude changes or 

aggressive maneuvers). Thibbotuwawa et al. (2018) analyzed factors influencing UAV 

energy use during a specified route of a single UAV multiple delivery mission and 

noted that elements such as prevailing wind conditions, payload, air density, flying 

speed should be identified as considerably affecting UAV energy consumption [35]. 

In addition to all these, other similar power consumption estimation studies conducted 

on UAV dataset were taken into consideration and the variables to be used to train the 

model were determined. Apart from the target variable, power, the model takes several 

explanatory variables as input features from the drone's telemetry and recorded flight 

parameters. For each time step, the following variables are included. 

Table 4.1 : Variables selected to train the model. 

Variable Description 

Wind Speed 

(m/s) 

Ambient airspeed measured by the sonic anemometer (reflecting 

wind conditions opposing or aiding the drone’s motion) 

Velocity  

X, Y, Z  

(m/s) 

Drone’s velocity components along the X, Y, Z axes, derived from 

the drone’s inertial data (IMU/GPS), X and Y correspond to 

horizontal velocity components (relative to Earth or the flight path), 

and Z is the vertical velocity (positive upwards). Together, they 

capture the drone’s motion in 3D 

Altitude (m) 

Programmed flight altitude above ground. Constant during cruise 

(one of the discrete levels 25/50/75/100 m), helps the model 

account for air density or other altitude-related effects on power 

Speed (m/s) 

Programmed horizontal cruise speed. This is the setpoint (e.g. 4 m/s 

or 10 m/s) that the drone attempts to maintain in forward flight. It 

remains constant for most of a given flight. This parameter is useful 

for predicting power since higher commanded speeds generally 

require more thrust (and thus power) to overcome drag. 

Payload (g) 

Mass of the payload carried (0, 250, or 500 g). A heavier payload 

increases the weight and thus the power needed to sustain flight, 

especially in hover or at higher speeds due to greater lift required 
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Finally, the timestamp of each data point as part of the model input for sequence 

identity and temporal alignment was utilized. Each flight’s data, originally indexed by 

a relative time in seconds from takeoff (the time field), was converted to an absolute 

timestamp by combining the flight’s date and start time (date and local_time in the raw 

data). Then each flight’s time series were resampled to a uniform 1 Hz frequency. The 

raw sensor logging was at approximately 5 Hz (with slight variability) [11], so it is 

down-sampled to 1 Hz to simplify the sequence length and reduce high-frequency 

noise. Resampling was done by taking the nearest reading to each one-second mark 

(or averaging within each one-second interval when multiple readings existed). Each 

flight’s start time was also adjusted to align with a round second, ensuring consistent 

timestamp alignment across flights. After resampling, each flight’s data is a tidy 

sequence of 1 Hz readings from t=0 up to the flight’s end time. The choice of 1 Hz 

provides sufficient temporal resolution for capturing power trends (since significant 

changes in power due to maneuvers or wind gusts typically occur over several seconds, 

not within fractions of a second) while keeping the sequence lengths manageable for 

the model. for modeling UAV power consumption under different flight scenarios.  

 

Figure 4.4 : Preview of the processed UAV dataset (sample from one flight). 

Subsequently, all processed variables were arranged in a fixed column order and the 

final dataset for model ingestion was prepared. The resulting dataframe for each flight 

(and for the concatenated dataset of all flights) has the following columns: date/time, 

wind speed, velocity x-y-z, altitude, speed, payload, power. A preview of the processed 

UAV dataset is shown in Figure 4.4. Each row is a 1 Hz timestep with the selected 

features and the target power. The columns (left to right) are timestamp (date), wind 

speed, velocity components (velocity_x, velocity_y, velocity_z), altitude, speed, 

payload, and power. This example shows a flight (Route R5 on 2019-04-07) at 25 m 

altitude, 4 m/s speed, carrying no payload. We see the wind speed varying and the 
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corresponding fluctuations in power (last column). Negative or zero values in certain 

features indicate direction (for velocities) or absence (payload=0.0 means no payload). 

This well-structured data table is used to train the Informer model to predict the power 

column based on the other columns. It can be seen that the wind speed changes and 

accordingly there are fluctuations in power. 

In addition to all these, the normalization process was applied to the prepared data set 

before it was sent directly to the model. Zero-mean z-score was preferred instead of 

min-max (0-1) scaling as the normalization method, since it centres and scales each 

channel to 𝜇 = 0, σ = 1. Attention uses dot-products; when inputs hover around zero 

with comparable variance the soft-max is better conditioned, and the optimiser sees 

similar learning-rate magnitudes across all features. It is also robust to different 

physical units. The columns in the dataset contain watts, metres, grams etc. 

Standardisation equalises them without squeezing most of the dynamic range into the 

bottom of the 0-1 interval (a risk with min-max when a few outliers set the extremes). 

With the data prepared in this manner, a clean multivariate time-series dataset for UAV 

power consumption is provided. Each flight contributes a sequence of vectors with an 

associated power value. These sequences, segmented appropriately, were used to train 

the Informer-based forecasting model as described in Chapter 5, and the model results 

were also discussed in the same section.



41 

 RESULTS 

 Training Settings 

The Informer model and training procedure are configured with a set of significant 

hyperparameters (based on initial experiments). This hyperparameter configuration is 

summarized in Table 5.1 below. The sequence lengths define how much historical data 

the model uses and how far ahead it predicts, while the model dimensions and training 

parameters govern the learning capacity and process. 

Table 5.1 : Hyperparameter Configuration. 

Hyperparameter Description 

Sequence length 

(encoder input) 

Number of past data points (seconds) fed into the 

encoder as input context. 

Label length (decoder 

input) 

Number of past points also fed into the decoder 

(overlap between history and forecast window). These 

are the most recent points of the encoder input, which 

the decoder uses as known context. 

Prediction length 
Forecast horizon in time steps (seconds) to predict. The 

decoder will output this many future points. 

Model dimension 

Size of the internal model embeddings and hidden 

states. Each time step’s feature vector is projected to 

this dimension. 

Attention heads 

Number of heads in multi-head attention layers (for 

both encoder and decoder). Each head learns to attend 

to different aspects of the sequence. 

Encoder layers Number of encoder layers. 

Decoder layers Number of decoder layers. 

Batch size 
Number of training samples (time series segments) per 

batch during training. 

Learning rate Optimizer learning rate. 
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Table 5.2 shows that an input window of 384 seconds of past data is used to forecast 

the next 144 seconds of power usage. In practice, this means the model can see about 

six minutes of prior measurements (which typically covers takeoff and the beginning 

of cruise) and then predict power for the following 144 seconds. This was considered 

a reasonable balance between context length and forecast horizon, considering that the 

most important time during the flight is several minutes into the future. The label 

length of 192 means the decoder is given the last 192 seconds of that history as a warm-

up (along with zero placeholders for the 144 future points). This overlap helps the 

decoder latch onto recent trends when making the multi-step prediction. The model 

dimension (512) and 8 attention heads are standard Transformer settings, providing 

sufficient capacity to learn complex patterns. A relatively moderate batch size of 32 

was used, constrained by GPU memory and the sequence length, and training was run 

for 6 epochs which was enough for convergence in the experiments. 

Table 5.2 : Configuration of the implemented Informer model. 

Hyperparameter Value 

Sequence length (encoder input) 384 time steps 

Label length (decoder input) 192 time steps 

Prediction length 144 time steps 

Model dimension 512 

Attention heads 8 

Encoder layers 3 

Decoder layers 2 

Batch size 32 

Learning rate 0.0001 

Dropout 0.05 

The Informer model was trained using the Adam optimizer (Kingma & Ba, 2015) with 

a learning rate of 0.0001. Adam is an adaptive gradient descent method that maintains 

per-parameter learning rates, which helps in faster convergence [36]. The learning rate 

0.0001 was chosen as it is a common default for Adam and worked well in preliminary 

trials (no manual decay scheduling was used, relying on Adam’s internal adaptation).  
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The Mean Squared Error (MSE) was minimized between the predicted and actual 

power values. The MSE loss function is given by: 

ℒ𝑀𝑆𝐸 =
1

𝑁
∑( 𝑦𝑖 − ŷ𝑖  )2

𝑁

𝑖=1

  (5.1) 

where 𝑦̂𝑖 is the model’s predicted power and 𝑦𝑖 is the true power at time step 𝑖, and 𝑁 

is the number of predictions in the batch. This loss measures the average squared 

deviation in watts; the goal is to make this as small as possible, indicating accurate 

power predictions. The MSE is chosen since the target is a continuous value (power) 

and larger errors wanted to be to penalized. It provides a straightforward objective for 

regression that aligns with maximizing prediction accuracy. Mean Absolute Error 

(MAE) was also calculated to be used as an evaluation metric but was not used in the 

training process and it is given as follows. 

ℒ𝑀𝐴𝐸 =
1

𝑁
∑ ∣ 𝑦𝑖 − ŷ𝑖 ∣

𝑁

𝑖=1

  (5.2) 

During training, each flight’s time series were segmented into samples of length 

"sequence length plus prediction length" (528 seconds in total for chosen lengths). For 

each sample, the first 384 points are input to the encoder, and the decoder receives the 

last 192 points of that window plus 144 zero placeholders (to predict 144 future 

points). It is ensured that these segments slide across each flight without overlap 

beyond what the model expects, via effectively using a rolling window approach to 

generate many training samples from each flight. Figure 5.1 illustrates this process of 

how the data flows into the Informer model for training and forecasting. The encoder 

takes a sequence of past observations (e.g. A–F) as input. The decoder receives a 

sequence consisting of the last observations of the encoder input (e.g. E–F) followed 

by placeholder zeros of prediction length (here two zeros) for the future time steps to 

predict. The encoder outputs a compressed feature map (“context”), which the decoder 

attends to along with its own input. The decoder then produces the forecast for the next 

prediction points (e.g. G–H, the predicted power values). In the configuration used in 

this study, 384 past points (approximately 6 minutes) are used to predict 144 future 

points (mode than 2 minutes), with an overlap of 192 points (approximately 3 minutes) 

fed into the decoder as context. 
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Figure 5.1 : Time-series input flow for the Informer model. 

To prevent overfitting, common regularization techniques such as early stopping based 

on validation loss and dropout within the model’s feed-forward layers were used 

(dropout rate 0.1). However, given the relatively limited size of the dataset (a few 

hundred flights) and the complexity of the model, care must be taken to avoid over-

parameterization. The chosen model dimension and number of heads were balanced to 

provide learning capacity but not too high to overfit. 

The Informer model was implemented in PyTorch and trained on a GPU for efficiency. 

Each epoch, the model iterated over all training samples (with sequences from multiple 

flights mixed). For each batch, the encoder processed the past 384-second window, the 

decoder processed the 192-second context plus 144 zeros, and the output was 

compared to the actual 144-second future power to compute the loss (MSE). This loss 

was backpropagated by the Adam optimizer and then the model weights were adjusted 

to minimize the MSE. Whole process were repeated for a couple of epochs, monitoring 

the loss on a validation set (a handful of flights set aside) to tune hyperparameters and 

avoid overfitting. After training, the model with the lowest validation error was 

selected for final evaluation on the test set. 
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 Performance of the Estimator 

As described in previous chapters, unlike other sequential models, the Informer 

framework uses a one-shot decoder that outputs the entire sequence of predictions in 

a single forward pass, rather than an autoregressive decoder that predicts one time step 

at a time. This one-shot decoding drastically improves inference speed for long 

horizons, and it avoids the iterative loop that Transformers (and RNNs) otherwise 

require for sequence generation [2]. Moreover, by not feeding its own predictions back 

in stepwise, it avoids the problem of compounded errors over long forecasts. 

Essentially the model learns to output a coherent sequence in one go, given the 

encoded input and the initial token. Empirically, this yields -extremely- faster and 

often more accurate forecasts for long sequences. This can be clearly observed in the 

performance of the model trained with the UAV dataset for power consumption 

prediction, in other words, long sequence time series prediction (LSTF), which is the 

aim of this thesis. 

5.2.1 Evaluation of the estimator for the mid-range horizon 

This section discusses the evaluation of the power estimator for mid-range prediction 

sequences. The configuration of the Informer model used is given in Table 5.2 in the 

previous section. In this experiment, the aim is to demonstrate and evaluate the 

contributions of the ProbSparse self-attention mechanism, the layer-wise distillation 

process of the attention and the generative style one-shot decoding modifications 

applied to the Transormer architecture, such as providing accurate results and 

especially high estimation speed for long sequences in the UAV power consumption 

estimation problem.  

Throughout training, the model’s performance on the validation set was monitored and 

the model was tuned based on validation error. The estimator was trained with a early 

stopping on the validation set loss to prevent overfitting (if the validation MSE did not 

improve for 5 consecutive epochs, training was halted). The chosen Informer model 

converged within 2 epochs. During training it learned to align its attention to relevant 

parts of the sequence, e.g., focusing on intervals of ascent/descent (which have higher 

power) and on changes in wind or speed. After training, the final model was evaluated 
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on the held-out test set, demonstrating its ability to forecast UAV power consumption 

with a good accuracy for the mid-range prediction sequences. 

Table 5.3 : Performance of the model for the mid-range horizon. 

Epoch Computation 

Time (seconds) 

 Metric Training 

Loss 

Validation 

Loss 

Test  

Loss 

1 2437 
 

MSE 0.1631253 0.1656128 0.1854130 

2 2440 
 

MSE 0.0991210 0.1357841 0.1781252 

The contribution of the implementation will be better understood when Table 5.3 is 

examined. The table includes the performance metric and related results of the 

Informer model trained with the UAV dataset. 183535 samples were used for training, 

30534 samples for validation and 30534 samples for testing. This means that the entire 

process involved around 250 thousand data samples in total, and the training of the 

deep model was carried out in only two epochs. Considering the complex dynamic 

characteristics of UAV flights and the difficulty of implementing medium-long 

horizon power estimation, the importance of the experiment is better understood. 

 

Figure 5.2 : Comparison of model predictions with actual values for a stable flight 

sequence. 
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Figure 5.2 shows the comparison between the predicted results and the actual flight 

values for a calm flight section. An estimation was created for 144 time steps with the 

trained model for a flight sequence in the test data, where the ambient conditions were 

at a level that could be considered stable and therefore there were no sudden 

fluctuations in power. The performance demonstrated shows that the implemented 

model enables the estimation of UAV power consumption for the next few minutes 

with high accuracy. 

UAVs are very lightweight vehicles by design. This makes them vulnerable to 

environmental factors such as strong winds, sudden changes in wind angle (change in 

the wind acting in the direction of the vehicle's movement), ambient temperature and 

air density (humidity). In addition, when factors such as altitude changes or aggressive 

maneuvers are considered, sudden fluctuations and high spikes (sudden 

ascent/descent) are frequently observed in the power readings of UAVs. All these 

complex flight dynamics, environmental factors, control input effects and the 

nonlinear nature of UAVs make the power estimation problem a very challenging task. 

Therefore, it would not be a realistic approach to only examine calm flight sequences 

and evaluate the model's performance over stable and balanced flights.  

 

Figure 5.3 : Comparison of model predictions with actual values for a challenging 

flight sequence. 
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The fact that the dataset used in this study includes data from many different flights 

and different environmental factor combinations allows the implemented model to be 

capable of responding directly to real flight scenarios rather than an impractical 

approach. For this purpose, the model was tested with a challenging flight sequence 

selected from the test data, and the results are shown in Figure 5.3. It was understood 

that the model performed with acceptable accuracy even for a flight under challenging 

conditions, although not with as high an accuracy as a stable flight.  

 

Figure 5.4 : Encoder configuration of the implemented Informer model. 

The encoder configuration of the implemented Informer model is shown in Figure 5.4. 

The first encoder stack is the main attention block that takes the entire input sequence. 

Then the second block takes half slices of the input, and the third block takes one 

fourth. The red layers are the dot-product matrices, and they are reduced gradually by 

applying self-attention distillation to each layer. The feature maps of all blocks are 

concatenated as the output of the encoder (context) and sent to the decoder (not shown 

for simplicity) [12]. The hyperparameter configuration of the applied model is given 

in Table 5.2 as mentioned before. To reiterate; there are 3 decoder blocks in the model. 

Each of these attention blocks (orange layers) has 8 attention heads (dot-product 

matrices). 384 time steps were chosen as the sequence length (encoder input). 

Therefore, each matrix in the first attention block is 384×384 in size (eight 384×384 

matrices in total). The following attention block contains eight matrices, but this time 

half the size of the input (192×192). The third and last attention block contains eight 

matrices of 96×96.  
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Figure 5.5 : A 384×384 heat map from the first encoder layer (attention head 6). 

To visualize the operation of the attention mechanism implemented in the encoder 

architecture and to see the attention scores, an example of the attention matrices of the 

first, second and third blocks are shown in Figures 5.5, 5.6 and 5.7, respectively. A 

heat map is a 2-dimensional data visualization technique that shows the magnitude of 

individual values in datasets as colors. The 384×384 attention matrix in Figure 5.5 

was created in the form of a heat map with the same logic, where attention scores are 

shown in varying densities. This heat map is one of the multi-head attention matrices 

(attention head 6) in the first encoder block (8 attention heads in total from head 0 to 

head 7). The first encoder block is referred to as "layer 0", while the second and third 

blocks are referred to as "layer 1" and "layer 2", respectively. After performing 

ProbSparse self-attention for the first encoder block, the learned attention values 

indicating interest or importance can be seen as colors ranging from 0.0 to 0.1 (lighter 

colors indicate higher attention values).  
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Figure 5.6 : A 192×192 heat map from the second encoder layer (attention head 6). 

After all the self-attention operations in the first encoder block have been performed, 

i.e. after the initial encoding, a distillation process is performed to halve the number of 

time steps, passing only the richest information, which is then sent to the next encoder. 

This is the attention that will be learned by the next layer, and this will show whether 

the distillation really helped to propagate all the layers correctly. For example, when 

the sixth head of the second encoder layer in Figure 5.6 is examined, it can be seen 

that there is information held here. If the information appearing here is compared with 

the sixth attention head of the first encoder layer, it will be seen that they exhibit some 

similar characteristics. So, what can be seen here visually is that, although the heat 

maps from the first encoder layer are technically four times larger than those in the 

second encoder block, the attention matrices of the second layer are still able to hold 

the information seen in the input, meaning that the distillation has indeed trimmed the 

time dimension of the input as needed, while retaining the desired information.  
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Figure 5.7 : A 96×96 heat map from the third encoder layer (attention head 6). 

Figure 5.7 shows the information that reaches and is held in the final 96×96 encoder 

layer. These are the most important pieces of information that are extracted from the 

input. 

5.2.2 Evaluation of the estimator for the short-range horizon 

In this section, the performance evaluation outputs of the power estimator for short-

range forecasting sequences are given. These outputs are included to provide ideas and 

to compare them with the results of the mid-range estimator, which is considered as 

the main model in this thesis. The configuration of the Informer model modified for 

this purpose is given in Table 5.4. 
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Table 5.4 : Configuration of the short-range Informer model. 

Hyperparameter Value 

Sequence length (encoder input) 384 time steps 

Label length (decoder input) 192 time steps 

Prediction length 96 time steps 

Model dimension 512 

Attention heads 8 

Encoder layers 3 

Decoder layers 2 

Batch size 32 

Learning rate 0.0001 

Dropout 0.05 

Similar to the training process of the main model, the performance of the model on the 

validation set was monitored throughout the training. In other words, the parameters 

of the model were updated according to the validation error. Similarly, a patience limit 

was set as an early stopping on the validation set loss to prevent the estimator from 

overfitting the training dataset. In fact, when the validation MSE did not improve for 

3 consecutive periods, training was stopped. This situation is observed in Table 5.5. 

Since there was no significant decrease in the validation loss for the following 3 epochs 

after the third one, training was not continued. 

Table 5.5 : Performance of the model for the short-range horizon. 

Epoch Computation 

Time (seconds) 

 Metric Training 

Loss 

Validation 

Loss 

Test  

Loss 

1 2275 
 

MSE 0.1570585 0.1405192 0.1513846 

2 2274 
 

MSE 0.0655040 0.1384561 0.1531341 

3 2280 
 

MSE 0.0541327 0.1369512 0.1583741 

Figure 5.8 shows the comparison between the predicted results and the actual flight 

values for a calm flight section. An estimation series was created for 96 time steps with 

the modified model. 
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Figure 5.8 : Comparison of model predictions with actual values for a short-range 

and stable flight sequence. 

In contrast to Figure 5.8, the comparison between the predicted results and the actual 

flight values for a flight section that can be considered relatively difficult is shown in 

Figure 5.9. Again, a prediction was created for 96 timesteps with the modified model.  

 

Figure 5.9 : Comparison of model predictions with actual values for a short-range 

and challenging flight sequence. 
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5.2.3 Evaluation of the estimator for the long-range horizon 

In this section, the performance of the power estimator is finally evaluated for the long-

range estimation sequences. Some of the model hyperparameters are kept constant 

while others are adjusted according to the task. These adjustments can be found in 

Table 5.6. 

Table 5.6 : Configuration of the long-range Informer model. 

Hyperparameter Value 

Sequence length (encoder input) 480 time steps 

Label length (decoder input) 384 time steps 

Prediction length 288 time steps 

Model dimension 512 

Attention heads 8 

Encoder layers 3 

Decoder layers 2 

Batch size 32 

Learning rate 0.0001 

Dropout 0.05 

The performance outputs of the model modified for the purpose are evaluated to be 

compared once again with the results of the mid-range estimator, which is considered 

as the main model in this study. The performance outputs of the modified model are 

given in Table 5.7.  

Table 5.7 : Performance of the model for the long-range horizon. 

Epoch Computation 

Time (seconds) 

 Metric Training 

Loss 

Validation 

Loss 

Test  

Loss 

1 3784 
 

MSE 0.2048542 0.3501913 0.3481107 

2 3789 
 

MSE 0.1043786 0.3268726 0.3759031 
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The training of the model was not continued after the second epoch. Although the 

model parameters were selected as in Table 5.6 in order to obtain faster results, in 

reality, for a task of this magnitude, that is, to be able to make long-range inferences 

by looking at further horizons in time, updating only some of the model's 

hyperparameters is not enough to obtain a satisfactory result. As dimensions such as 

sequence length, decoder input length, etc. increase, the model architecture must grow 

at the same rate and be able to meet the needs of the more advanced task. This means 

that the model size, the number of feedforward network layers, and the sizes of the 

embedding vectors must also increase accordingly. Of course, since all this model 

expansion will bring much more processing-computational load, the balance between 

large models-good result-computational cost must be observed. 

 

Figure 5.10 : Comparison of model predictions with actual values for a half calm-

half challenging flight sequence. 

Figure 5.10 shows the comparison between the predicted results and the actual flight 

values for a half calm, half active flight section. As can be seen, the model tries to 

learn an average power value in active sequences where the data fluctuates at very 

frequent intervals. The UAV dataset contains many sequences that draw zigzags in 

this way due to the dynamic characteristics of drones. It would not be logical to look 

for a perfectly fitting curve that would cover each of these sawtooth-looking 

indentations. Because these fluctuations in power, instant high ups / downs, do not 

prevent the correct estimation of the amount of power spent in the long window.  
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Table 5.8 : Evaluation metrics and LSTF results for all three models. 

Task Prediction 

Length 

 MSE MAE 

Mid-range 144 

 

0.1781252 0.2287689 

Short-range 96 

 

0.1583741 0.1980728 

Long-range 288 

 

0.3358852 0.2950091 

The evaluation metrics and multivariate time series forecasting results for all three 

models are given in Table 5.8. When short and medium-long range horizons are 

examined, remarkable results are obtained, while for very long-range forecasts, 

expanding the model dimensions and reconfiguring it will further improve the results. 

 Comparative Evaluation of Informer and LSTM Baselines 

This section develops an extensive, self-contained comparison between a transformer-

based forecaster (Informer) and two recurrent baselines (LSTM). The aim is to 

quantify forecasting accuracy for UAV power consumption under short and mid 

prediction horizons and to articulate why certain architectural choices lead to 

systematic differences in error, variance, and qualitative behavior on overlay plots. 

The section is structured as follows: first, the recurrent baselines are characterized; a 

fair-comparison protocol is then specified; short- and mid-horizon results are reported 

with consolidated metrics and example overlays; finally, a discussion and error 

analysis is provided. 

5.3.1 LSTM baselines 

Two recurrent baselines were employed to contextualize the transformer results. The 

first is an encoder-only predictor that transforms a fixed-length context window into a 

vector of future targets in a single pass, or in other words, it compresses the historical 

window into a fixed-size state and predicts the entire horizon in a single shot via a 

linear head. The second baseline augments the encoder with an autoregressive decoder 

that is conditioned on the most recent target and lookahead exogenous covariates that 
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are available over the forecast horizon. The pair isolates the value of decoder 

conditioning under matched training budgets. The latter variant is closer in spirit to 

sequence-to-sequence forecasting and tends to leverage known exogenous drivers 

more directly. These baselines probe whether recurrence, with or without explicit 

conditioning, can approach the accuracy of a transformer. 

5.3.1.1 Encoder-only LSTM 

The encoder-only model comprises two stacked LSTM layers with 256 units each and 

dropout 0.1. The LSTM cell maintains a hidden state and a cell state and uses input, 

forget, and output gates to regulate information flow. After "sequence length" steps, 

the final hidden state is routed to a linear head that emits a "prediction length" 

dimensional vector. The model is trained to minimize MSE between this vector and 

the ground-truth future. Because the entire horizon is predicted in one shot, the method 

is computationally efficient and avoids exposure bias. However, abrupt ramps may be 

smoothed, and timing may lag when the signal undergoes rapid transitions. In other 

words, this “one-shot” decoder has no autoregression during inference, which avoids 

error accumulation but may struggle to represent highly non-linear, time-varying 

effects beyond the encoded summary. 

Table 5.9 : Configuration of the encoder-only LSTM. 

Hyperparameter Value 

Sequence length (input) Short-horizon:60 / Mid-horizon:100 

Prediction length (output) Short-horizon:20 / Mid-horizon:40 

LSTM layers / hidden size 2 / 256 

Optimizer AdamW (lr=1e-3, weight decay=1e-4) 

Dropout 0.10 

Batch size / Epochs / Patience 32 / 100 / 10 

Criterion / Early stopping MSE / best validation MSE 

Gradient clipping L2 norm = 1.0 

The encoder-only model consumes an input window (L=60 for short, L=100 for mid) 

and emits the 20-step horizon (40-step horizon for mid) via a linear head applied to the 

last encoder state. The architecture uses two LSTM layers (hidden size 256) with 
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dropout 0.1. AdamW optimizer with learning rate 1e-3 and weight decay 1e-4 was 

used, batch size 32, and early stopping with patience 10 based on validation MSE. 

Gradients were clipped at 1.0. Configuration of the encoder-only LSTM is shown in 

Table 5.9. Inputs were standardized via a StandardScaler fit on the training split only 

and applied to validation/test; this same scaler was used to compute inverse-

transformed sanity checks. 

5.3.1.2 Encoder–decoder LSTM 

The encoder–decoder variant keeps the same encoder but introduces an LSTMCell 

decoder that unfolds for prediction length steps. At each step, the input combines the 

most recent target value and a vector of future exogenous covariates for that step. 

During training, teacher forcing of 0.5 was used; during evaluation, decoding is fully 

autoregressive. This design injects anticipated exogenous drivers and generally 

reduces lag relative to the encoder-only baseline, while still relying on recurrent state 

propagation to carry information through time. While access to future covariates 

improves conditioning, the autoregressive rollout can accumulate errors if early steps 

deviate, which becomes more evident as the horizon grows. Configuration of the 

encoder-decoder LSTM is shown in Table 5.10. 

Table 5.10 : Configuration of the encoder-decoder LSTM. 

Hyperparameter Value 

Sequence length (encoder input) Short-horizon:60 / Mid-horizon:100 

Decoder inputs per step Previous target + future covariates 

Prediction length (decoder output) Short-horizon:20 / Mid-horizon:40 

LSTM layers / hidden size 2 / 256 

Decoder LSTMCell hidden 256 

Teacher forcing 0.5 (training only) 

Optimizer AdamW (lr=1e-3, w. decay=1e-4) 

Dropout 0.10 

Batch size / Epochs / Patience 32 / 100 / 10 

Criterion / Early stopping MSE / best validation MSE 

Gradient clipping L2 norm = 1.0 
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5.3.2 Fair comparison protocol 

To ensure a fair assessment, all models shared the same chronological train, validation 

and test split. A single StandardScaler was fit on the training portion and applied to 

validation and test. Z-score normalization was favored over min–max scaling because 

the power signal exhibits nonstationary ranges and occasional outliers; standardized 

errors are therefore more comparable across conditions. For reporting, both 

standardized errors and errors in original units were computed, though the tables focus 

on standardized metrics for compactness. Training budgets were matched (AdamW, 

learning rate 1e-3, weight decay 1e-4, batch size 32, patience 10, gradient clipping 

norm 1.0), and each configuration was trained three times. The temporal representation 

for the Informer consisted of calendar embeddings derived from month, day, weekday, 

hour, minute, and second. The Informer used full attention with d_model=512, 

n_heads=8, e_layers=2, d_layers=1, d_ff=512, dropout 0.05, and no distillation; short 

horizon configuration was L=60, label=40, H=20; mid was L=100, label=60, H=40. 

5.3.3 Short-horizon: Informer vs. LSTM baselines  

5.3.3.1 Performance metrics 

Table 5.11 : Short-horizon test metrics (z-space). 

Run Model MSE RMSE MAE R² 

1 
LSTM 

(enc-only) 
0.047033 0.216870 0.130737 0.952495 

1 
LSTM 

(enc-dec) 
0.041856 0.204586 0.120997 0.957725 

1 Informer 0.034532 0.185829 0.114779 0.965119 

2 
LSTM 

(enc-only) 
0.048653 0.220574 0.132310 0.950859 

2 
LSTM 

(enc-dec) 
0.044816 0.211699 0.124397 0.954735 

2 Informer 0.035265 0.187790 0.115666 0.964379 

3 
LSTM 

(enc-only) 
0.050975 0.225775 0.133746 0.948514 

3 
LSTM 

(enc-dec) 
0.041517 0.203758 0.117379 0.958066 

3 Informer 0.038694 0.196707 0.126296 0.960915 



60 

The short-horizon configuration used seq_len = 60, label_len = 40, and pred_len = 20. 

Across three runs (Run 1–3), the Informer achieved the lowest MSE and MAE and the 

highest R². The encoder-only LSTM delivered competitive accuracy on smooth 

segments but tended to lag during rapid changes in commanded speed or altitude. The 

encoder–decoder LSTM improved upon the encoder-only baseline by conditioning on 

lookahead covariates, but its gains remained smaller than those of the Informer. 

Overall, the attention mechanism appears to capture multi-scale dependencies and 

phase shifts more effectively than recurrent propagation. observed.  

Table 5.12 : Aggregated performance across runs (short horizon). 

Model MSE (μ±σ) RMSE (μ±σ) MAE (μ±σ) R² (μ±σ) 

LSTM  

(enc-only) 

0.048887 ± 

0.001981 

0.221073 ± 

0.004474 

0.132265 ± 

0.001505 

0.950623 ± 

0.002001 

LSTM  

(enc-dec) 

0.042730 ± 

0.001815 

0.206681 ± 

0.004365 

0.120924 ± 

0.003510 

0.956842 ± 

0.001833 

Informer 
0.036164 ± 

0.002221 

0.190109 ± 

0.005798 

0.118914 ± 

0.006409 

0.963471 ± 

0.002244 

 

5.3.3.2 Representative overlay plots 

 

Figure 5.11 : Overlay plot of the encoder-only LSTM model in run 1 (short). 
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Figure 5.12 : Overlay plot of the encoder-decoder LSTM model in run 1 (short). 

 

Figure 5.13 : Overlay plot of the Informer model in run 1 (short). 

 

Figure 5.14 : Overlay plot of the encoder-only LSTM model in run 2 (short). 
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Figure 5.15 : Overlay plot of the encoder-decoder LSTM model in run 2 (short). 

 

Figure 5.16 : Overlay plot of the Informer model in run 2 (short). 

 

Figure 5.17 : Overlay plot of the encoder-only LSTM model in run 3 (short). 
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Figure 5.18 : Overlay plot of the encoder-decoder LSTM model in run 3 (short). 

 

Figure 5.19 : Overlay plot of the Informer model in run 3 (short). 

 

5.3.4 Mid-horizon: Informer vs. LSTM baselines  

5.3.4.1 Performance metrics 

The mid-horizon configuration used sequence length = 100, label length = 60, and 

prediction length = 40. Error magnitudes increased for all models as expected when 

the forecast horizon doubled. The increase was more pronounced for the LSTM 

variants, whereas the Informer exhibited a more moderate growth in RMSE and 

preserved a higher R². This pattern supports the interpretation that attention-based 

decoders are better suited to maintaining temporal alignment as the prediction horizon 

expands. 

 

 



64 

Table 5.13 : Mid-horizon test metrics (z-space). 

Run Model MSE RMSE MAE R² 

1 
LSTM 

(enc-only) 
0.088650 0.297741 0.173868 0.910451 

1 
LSTM 

(enc-dec) 
0.075679 0.275098 0.138786 0.923560 

1 Informer 0.047935 0.218941 0.132286 0.951568 

2 
LSTM 

(enc-only) 
0.093592 0.305929 0.177144 0.905455 

2 
LSTM 

(enc-dec) 
0.079048 0.281155 0.140129 0.920158 

2 Informer 0.043813 0.209315 0.127180 0.955733 

3 
LSTM 

(enc-only) 
0.085569 0.292521 0.163821 0.913567 

3 
LSTM 

(enc-dec) 
0.076321 0.276263 0.140436 0.922911 

3 Informer 0.045314 0.212872 0.131842 0.954215 

The temporal representation for the Informer consisted of calendar embeddings 

derived from month, day, weekday, hour, minute, and second, which yielded superior 

testing performance relative to purely sinusoidal encodings. 

Table 5.14 : Aggregated performance across runs (mid horizon). 

Model MSE (μ±σ) RMSE (μ±σ) MAE (μ±σ) R² (μ±σ) 

LSTM  

(enc-only) 

0.089270 ± 

0.004048 

0.298730 ± 

0.006758 

0.171611 ± 

0.006942 

0.909824 ± 

0.004092 

LSTM  

(enc-dec) 

0.077016 ± 

0.001789 

0.277505 ± 

0.003214 

0.139784 ± 

0.000877 

0.922210 ± 

0.001806 

Informer 
0.045687 ± 

0.002086 

0.213709 ± 

0.004867 

0.130436 ± 

0.002828 

0.953839 ± 

0.002108 
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5.3.4.2 Representative overlay plots 

 

Figure 5.20 : Overlay plot of the encoder-only LSTM model in run 1 (mid). 

 

Figure 5.21 : Overlay plot of the encoder-decoder LSTM model in run 1 (mid). 

 

Figure 5.22 : Overlay plot of the Informer model in run 1 (mid). 
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Figure 5.23 : Overlay plot of the encoder-only LSTM model in run 2 (mid). 

 

Figure 5.24 : Overlay plot of the encoder-decoder LSTM model in run 2 (mid). 

 

Figure 5.25 : Overlay plot of the Informer model in run 2 (mid). 
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Figure 5.26 : Overlay plot of the encoder-only LSTM model in run 3 (mid). 

 

Figure 5.27 : Overlay plot of the encoder-decoder LSTM model in run 3 (mid). 

 

Figure 5.28 : Overlay plot of the Informer model in run 3 (mid). 
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5.3.5 Discussion & error analysis 

Three themes emerged from the analysis. First, horizon length interacts strongly with 

model class, this means the longer the horizon, the more the encoder-only LSTM lags 

and smooths transitions. The encoder–decoder LSTM reduces this lag by conditioning 

on lookahead covariates, but phase errors accumulate over time as the decoder 

advances. By contrast, attention allows the decoder to reference any point in the 

context directly, improving alignment of ramp onsets and plateau levels. 

Second, calendar-time embeddings matter. Validation experiments showed that 

month/day/weekday/hour/minute/second features were superior to using only 

sinusoidal encodings of hour/minute/second. This suggests that the power signal 

reflects both fine-grained cyclicity and coarser operational rhythms that benefit from 

explicit calendar cues. 

Third, standardized metrics provide a stable basis for comparison across runs and 

scenarios, while overlays in original units remain essential for practitioner intuition. 

For this reason both families of metrics were computed, even though only z-space 

metrics are tabulated here for brevity. 

Collectively, the evidence indicates that the Informer offers the best accuracy–stability 

trade-off under matched training budgets. Potential extensions include slope-aware 

features, curriculum schedules that increase pred_len during training, and modest 

hyperparameter sweeps around the Informer’s depth and width. 

Under a fair-comparison protocol (identical splits and scalers, matched optimizers and 

learning rate 1e-3, three independent runs), the Informer consistently delivered the 

most accurate forecasts on both horizons and exhibited lower run-to-run variance. The 

two LSTM baselines remain informative references—especially the decoder-equipped 

variant—but their error growth with horizon was steeper. These results motivate the 

adoption of attention-based forecasting components in UAV energy-management 

pipelines.
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 CONCLUSION AND FUTURE WORK  

In this thesis, a Transformer-based neural network architecture, the Informer model is 

used to perform multivariate time-series forecasting on UAV power consumption data. 

The study aimed to apply the Informer model to a rich and publicly available UAV 

flight dataset to accurately capture the complex relationships between flight conditions 

and power consumption and consequently increase the precision of power 

consumption estimates. In this study, different studies in literature are examined and 

summarized. Important sections, gaps in literature and difficulties encountered in 

practice are emphasized. In response to the challenges of energy estimation and the 

need for effective power consumption models in this area, which has become a 

particularly important research focus as it directly impacts UAV operational 

efficiency, the study tailored an Informer model, specifically for long-sequence time-

series forecasting of UAV power consumption estimation. The choice of the Informer 

is based on its capacity to process long input sequences more efficiently than a standard 

Transformer. 

The study used a comprehensive dataset consisting of a publicly available collection 

of flight records collected through real-world experiments, making it an ideal resource 

for building and testing data-driven predictive models. Before modeling, certain 

preprocessing steps were necessary to make use of the raw data. For modelling 

purposes, focus was placed on flights representing normal cruise operation and the 

hover/idle tests were excluded, since the model is intended to learn the power 

consumption behavior during real flight conditions (when the UAV is moving and 

carrying a payload), rather than hovering in place or sitting idle on the ground. The 

dataset did not explicitly provide the total energy consumed in each flight, so the power 

consumption had to be derived from the measured electrical signals. At each time step, 

power was calculated as the product of the battery current and voltage. The voltage 

and current measurements were first cleaned to ensure physically meaningful values. 

In particular, some occasional sensor anomalies such as brief negative current readings 

were handled by clipping and filtering. In addition, given the large number of recorded 
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variables (over twenty sensor channels), some baseline features such as wind speed, 

drone’s velocity components along the X, Y, Z axes, flight altitude, horizontal cruise 

speed and mass of the payload carried from the dataset were selected as model inputs 

to reduce dimensionality and focus on the most informative predictors. Each flight’s 

data, originally indexed by a relative time in seconds from takeoff, was converted to 

an absolute timestamp by combining the flight’s date and start time for sequence 

identity and temporal alignment. Then each flight’s time series were resampled to a 

uniform 1 Hz frequency. The raw sensor logging was approximately 5 Hz, so it is also 

down-sampled to 1 Hz to simplify the sequence length and reduce high-frequency 

noise. 

The thesis followed a standard model development pipeline that began with cleaning 

and pre-processing the raw dataset, selecting the most informative features, and then 

splitting the resulting processed data into training and test subsets, as described. This 

allowed the model to be trained on a portion of the dataset and then validated on 

completely separate flight records, providing an unbiased assessment of its 

generalization capabilities. The training phase focused on minimizing standard error 

measures such as the Mean Square Error (MSE) between the model’s predicted power 

trains and the actual observed values. Evaluating performance on the test set allowed 

the study to measure how well the Informer model handled new, unseen flight 

conditions. Finally, the Informer model was configured for three different objectives 

and trained separately. The resulting performance outputs were then evaluated for 

short-range horizon, medium-range horizon, and long-range horizon. 

All the results obtained showed that the Informer model’s capabilities are well-suited 

to the UAV power consumption estimation problem, especially if we are interested in 

forecasting the power usage over a long future flight profile or analyzing long 

telemetry sequences. A UAV flight can last several minutes (hundreds or thousands of 

time steps at fine resolution), and the power draw at a given time can depend on long-

range factors (such as total battery depletion, previous flight segments, or long-term 

wind trends). Using a standard Transformer to model the power time series of an entire 

flight can be computationally heavy, but Informer’s ProbSparse attention to detail and 

distillation allowed it to efficiently handle the entire length of the flight data. By 

considering a long sequence of attitude measurements (speed, altitude, etc.) as input 

and attempting to predict the drone’s future power consumption, the implemented 
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Informer model focused on the most impactful parts of the sequence (e.g., where the 

drone is accelerating or encountering strong headwinds) without getting bogged down 

in every minor detail. This has created an advantage for tasks such as predicting 

whether a battery will last along a planned route, where the model can predict power 

usage for the rest of the flight in one go, rather than iteratively step by step. 

Additionally, improvements in speed have meant that the model can be used in near-

real-time on the drone or ground station to update power estimates on the flight. This 

has been a major advantage in scenarios where predictions need to be made quickly or 

repeatedly (e.g. embedding the model on-board a drone for online power monitoring).  

In conclusion, this thesis presents an important case study on the application of the 

Informer model to a real-world UAV engineering problem. By leveraging the 

Informer’s transformer-based sequence modeling strengths and the comprehensive 

UAV dataset, this study enables an end-to-end learning approach to estimate and 

predict the drone’s power usage under various operational conditions. Through this 

methodology, the thesis contributes a novel application of the Informer Transformer 

model to UAV energy prediction, demonstrating how advanced sequence models can 

improve the state of the art in this field.  
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